Optimization and machine learning

Chapter 3

Descent algorithms

gradient, line search, second-order methods
and accelerated methods

Nelly Pustelnik

(several parts are taken from slides written with Elisa Riccietti, LIP, ENS de Lyon)

Goals of the chapter. The basic notions (gradient, Hessian, S-smooth functions, strong
convexity, optimality conditions, descent lemma, convergence of fixed-step gradient descent)
are assumed to be known: they are the topic of chapter 2. Here we focus on algorithms.

o Choosing the step without knowing §: line search (Armijo, Wolfe, backtracking),
trust region, adaptive regularization.

¢ Choosing the direction: Newton, inexact Newton, quasi-Newton (BFGS).

e Accelerating first-order methods: heavy ball (Polyak), Nesterov’s accelerated gradi-
ent.

o Exploiting structure: coordinate and block descent.



Optimization and machine learning

Chapter 3 — Descent algorithms

Contents

1 Iterative descent methods

1.1  What do we expect from an optimization method? . . .
1.2 Convergence rates . . . . . . .. . ... o

1.3 Classification of methods and speed / cost trade-off . . .

2 Gradient descent for smooth functions

2.1 Steepest descent . . . .. .. ..o oL
2.2 Interpretation . . . . . .. ... ..o oL
2.3 Thedescent lemma . . . . . .. ... ... ... ...
2.4 Smooth case (not necessarily convex) . . . . ... .. ..
2.5 Strongly convex case: linear convergence . . . . . . . . .
2.6 Convex case: convergence of the iterates . . . . . . . ..

2.7 Limitations of the fixed step. . . .. ... ... .. ...

3 Second-order methods

3.1 Newton direction . . . . . . . . .. .. ... ...
3.2 Imexact Newton . . . . . . . . . . . .. .. ... .....

3.3 Quasi-Newton and BFGS . . . ... ... ........

4 Globalization strategies

4.1 Simple decrease is not enough . . . . ... ... L.
4.2 Armijo and Wolfe conditions . . . ... ... ... ...
4.3  Backtracking and choice of the initial step . . . . . . ..
4.4 Trust region . . . . . . . ..o

5 Methods with memory: momentum and acceleration

5.1 Idea: keeping the memory of past gradients . . . . . ..
5.2 Heavy ball (Polyak, 1964) . . . . . ... ... ... ...

5.3 Nesterov’s accelerated gradient . . .. .. ... ... ..

6 Exploiting structure: coordinate and block descent

6.1 Coordinate descent . . . . . . . . . ... ...

7 Summary and numerical comparison

............... 10
............... 10

11

............... 11
............... 12
............... 14
............... 15

16

............... 16
............... 17
............... 17

18

............... 18

19



Optimization and machine learning Chapter 3 — Descent algorithms

1 Iterative descent methods

Definition 1.1 — (Iterative scheme)

Let f : RV — R be continuously differentiable on RV, and z[% € RN. We consider

(Vk € N) gl = glFl g, el

where di*! € RV is a direction and ~;, > 0 a step size.

An iterative descent method consists in building a sequence (x[k]) keN such that at each iteration
fat ) = f@l 4 pd) < £().
Central questions:

« How to choose the direction d¥1?
« How to prove the convergence of (z[¥),cx to Z € Argmin f?

e How to choose vy, to guarantee convergence? to accelerate convergence?

Proposition 1.2

If d*) is a descent direction for f at z!¥!, then there exists 7 > 0 such that

F@™ +ydH) - f@®) <0 vy €]0,41

_

descent directions:

(Vi(z)|d) <0

-_

Figure 1: Level lines of a convex function, gradient and descent directions.
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An algorithm is thus characterized by two choices, which we study separately:

Choice Methods studied

the step g fixed step; line search (Armijo, Wolfe, backtracking,

(globalization) Barzilai-Borwein); trust region; adaptive regularization

the direction d*! gradient; Newton, inexact Newton, quasi-Newton; direction
with memory: heavy ball, Nesterov; coordinate or block
descent

Assumptions and notation (see chapter 2). Depending on the results, we will use:

(Hp) fecg’.
F) < f@) + (V@) |y —2) + 5 lly — =)

(H,) f is p-strongly convex.
(Hy) fis C? and its Hessian V2f is Ly-Lipschitz.
1.1 What do we expect from an optimization method?

We distinguish three notions of convergence, from the weakest to the strongest.
o Convergence of the gradient (stationarity):

lim HVf(x[k})H = 0.

k—o0

(2)

If Vf is continuous, every cluster point of (:L‘[k]) is then a stationary point. This property
says nothing about the nature of this point (minimum, maximum or saddle point), nor about

the convergence of the sequence (z*]) itself.

« Convergence of the function values: limy_. f(z/*) = f* where f* = inf f. For a
descent method, the sequence (f(z*)) is decreasing, hence convergent as soon as f is
bounded below, but its limit is not necessarily f*. The rate is often measured through the

gap f(all) — f*.

« Convergence of the iterates: limy_,o z/¥l = 2*. This is the strongest notion: if f is of
class C!, it implies the convergence of the values to f(x*) and of the gradient to 0, and z* is

a stationary point. It is in general the hardest to establish.

Remark Global convergence does not mean convergence to a global minimum: it means convergence
(to a stationary point) whatever the initialization, regardless of how close it is to a solution. The term
does not mean that a global minimum is reached. By contrast, local convergence is only guaranteed

for initializations sufficiently close to the solution.

1.2 Convergence rates

Definition 1.3 — (Orders of convergence)

Let (zM)en be a sequence converging to z*.
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H k1] _ *
o Linear convergence: there exists r €0, 1[ such that lim “——F =7
k——+oo ||3:[k] — ||
H k1] x
o Superlinear convergence (faster than linear): lim “————F =0.
k——+oo Hx[k} -z
pletl] _ p*
o Sublinear convergence (slower than linear): lim “————— =1.
k—>+o00 ||a;[k] — z*||
HI[k-i-l} —

Quadratic convergence: there exists M > 0 such that limsup *————" <
k—+oc0 ||$[k] — $*||

—— sublinear 1/(k + 1)
——  linear r =0.5
—— superlinear 1/k!
— quadratic eg41 = ei

—16 | | | | |
1077 5 10 15 20 25 30

iteration k

Figure 2: Illustration of the different orders of convergence (logarithmic scale).

1.3 Classification of methods and speed / cost trade-off
Depending on the information used, we distinguish two main classes:

1. First-order methods: use only first derivatives (the gradient). Usually cheap per iteration,
but slow to reach a stationary point (many iterations).

2. Second-order methods: additionally use the second-order information contained in the
Hessian. Rather expensive in computation and memory, but may reach a stationary point
much faster.

2 Gradient descent for smooth functions

2.1 Steepest descent

Definition 2.1 — (Directional derivative of a differentiable function)

Let x € R", f : R™ — R differentiable at z and d € R™. The directional derivative of f at x in
the direction d is:

flasd) = (Vf(z),d).

Remark Tt is the rate of change of f when moving from « in the direction d. If f'(z;d) < 0, f
decreases in this direction; the more negative it is, the faster it decreases. Finding the steepest descent
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I direction therefore amounts to minimizing f’(z;d).

Definition 2.2 — (Descent direction)

A direction d¥l € RY is a descent direction for f at z!*! if

<Vf(x[k1) \ d[k]> <0.

Remark If ), denotes the angle between V f(2*) and a descent direction d*!, then

<Vf(x[’“]) | d[k]>

cos ¥y = € [-1,0
= sG] am <
and hence ¥ €7, 7).
Assuming without loss of generality that ||d| = 1, the direction that maximizes the decrease
minimizes cos, hence ¥ = m and
i V)
[V £ @]

Algorithm 2.3 — (Gradient descent)

Let f : RV — R be continuously differentiable on RY and % € RV,

(Vk € N) gl = gkl _ v f (¥,

e Cheap: only the computation of the gradient of f is required at each iteration;

e but slow: a large number of iterations is often needed to reach a stationary point.

2.2 Interpretation

Gradient descent amounts to approximating f locally by its first-order Taylor model,
f@ +d) ~ fa¥) + VrER)Td =1y (M, d),

and choosing d by minimizing this model reqularized by a quadratic term, for Ay > 0:

Vf(zl*)

. A
min Tl(x[k],d)+7k||d||2 = d=-—

We recover gradient descent with v, = 1/Ag.

2.3 The descent lemma

Lemma 2.4 — (Descent lemma (Nesterov, 2004))

Let f € C’é’l(RN). Then

(Vo €RY)  |f) - f@) — (VF@) |y —2)] < 2y - 2l




Optimization and machine learning Chapter 3 — Descent algorithms

Proof. (see [5]) We reduce to a function of one real variable by restricting f to the segment [z, y].
Let
g:[0,1] = R, g(t) = fz +t(y — x)).

We have ¢(0) = f(x) and g(1) = f(y). The function g is the composition of f and the affine map
vt x+t(y — x), whose derivative is 4/(t) = y — x. By the chain rule, g is differentiable and

g = (V@) [V @) = (Vi@ +tly—=2)ly—=2), tel01].

Since f is of class C!, V£ is continuous, hence ¢’ is continuous on [0, 1]. The fundamental theorem
of calculus then gives

1 1
fly) — f(x) = g(1) — 9(0) :/0 g’(t)dtZ/O (Vi@ +ty—2)) |y —z) dt.
Hence
[f(y) = f(x) = (Vf(z) |y — )| < /01 IVf(x+ty—x) = V@) lly—=| dt

: 8
< [ Btly—alP =5 ly -l =

In other words, the graph of f lies between two parabolas tangent at x (Figure 3). The upper
bound f(y) < f(z) +(Vf(z)|y —z) + § |y — z||* is the key ingredient of convergence proofs.

-10%

10 -8 -6 -4 -2 0 2 4 6 8 10

— f(x) = 32 + 22

+(Vf(wo) | & = z0) + § [l — wo]”
— f(@0) + (Vf(0) | & — x0) — § ||z — wo|*

Figure 3: Illustration of the descent lemma for f(z) = 323 + 222 on [~10, 10], 2o = 2, 8 = 180:
the graph of f lies between the two parabolas (red and blue).

2.4 Smooth case (not necessarily convex)

Theorem 2.5 — (Convergence for smooth f)

Let f : RY — R be bounded below with S-Lipschitz gradient, and consider the gradient
descent iteration zl*+1 = zlfl — 4V f(z*) with 0 < v < % Then (f (:c[k]))k is decreasing and
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converges to a finite value fo, > f*. Moreover

i HVf(x[k])H2 < 400, and hence HVf(g;[k])H 0.

Proof. Decrease of the function. With z*+1] — zlfl — —y ¥ f(2[¥), the descent lemma gives
FF) < £ + <Vf(:v[k]) ‘ LR :):[k]> + g Hx[kﬂl _ x[k]Hz
= sttty = o+ 2 ot
- 21 ) o]

Consequently, f(zl*+1) < f(z[¥) as soon as v €]0,2/p], with strict decrease if v < 2/ and
Vf(zl) # 0.

The sequence (f(z*));, is decreasing and bounded below, hence converges to foo > f*.

Summing from k = 0 to K (telescoping sum):

(1——)ZHVf W7 < SO0 — ) = 7o) — F ) < 5l —ink 7.

k=0

The right-hand side being finite and independent of K, the series converges, hence HV f (3:[’“])” —
0.

Remark The assumption “f bounded below” can be replaced by f coercive. This is a stronger
assumption: f being continuous, its sublevel sets are closed and bounded, hence compact, and f
attains its minimum; it is in particular bounded below, and the conclusion of the theorem remains
valid.

2.5 Strongly convex case: linear convergence

Theorem 2.6 — (Linear convergence)

Let f: RY — R be p- strongly convex with (- Lipschitz gradient, with 0 < u < 8. Consider
the iteration z*t1 = zlkl — 4V f () with 0 < v < . Then (z*!) converges linearly to the
unique minimizer z*:

[ -

(7)F [ — =],

where p(y) = max{|1 —yul, |1 — 8|} < 1.

The contraction factor is minimal for

2 — -1
N =, P = B — ,  where kK = s is the condition number.
B+ p B+p k+1 p
Proof. Will be proved in the chapter on the forward-backward algorithm. |

I Remark The larger £ (ill-conditioned problem), the closer p* is to 1 and the slower the convergence.
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Remark (Optimal step size) The contraction rate obtained is

p(v) = max{|1—yul, [1 —vB|}.

Shape of p. For ¢ € {u, §}, the function v — |1 — y¢| equals 1 at v = 0, decreases with slope —c until
it vanishes at v = 1/¢, then increases with slope +c. Since u < 3, the term associated with 5 decreases
faster and vanishes earlier (1/8 < 1/u). The function p, maximum of two convex functions, is convex
and piecewise affine (Figure 4).

Optimal step. p decreases on the first branch and increases on the second: its minimum is attained
where the two branches cross,

2w Bop kol
p+B  B+p K+

l—yp=v8-1 < v =——7,
p+p

where £ = 3/p > 1 is the condition number of f. Indeed, for v < ~*, p(y) > 1 —yu > 1 —~v*u = p*,
and for v > 7%, p(y) 2B —1> "B —1=p*.

el Y]

- 1 =5

—p(v)
G

Figure 4: Contraction rate p(vy) = max{|l — yu|, |l — 8|} of gradient descent as a function of
the step size (here p =1, = 3). The green area corresponds to 0 <y < 2/, where p < 1. The
minimum is attained at the intersection of the branches 1 — vu and v38 — 1.

2.6 Convex case: convergence of the iterates

Theorem 2.7 — (Convergence for convex smooth f)

Let f : RY — R be convex and S-smooth, with a minimizer Z. Consider zF+1 = gk —
AV f(2) with 0 < v < % Then the sequence (z[¥),cn converges to € Argmin, cgn f(z).

Proof. Will be proved in the chapter on the forward-backward algorithm. |

2.7 Limitations of the fixed step.

e [ must be known. In imaging, 8 = ||<1>||2 is estimated by the power iteration; but for a
non-quadratic loss (logistic, smoothed Poisson, neural network), /3 is unknown or exists only
locally.

e [ is a global constant, hence pessimistic. Where the local curvature is small, one could
take much larger steps than 1/4.
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« The direction —V f(z[¥) ignores the geometry. In an elongated valley (x> 1), the
iterates zigzag (Figure 7): it is the direction that must be corrected (Newton, momentum),
not only the step size.

3 Second-order methods

Gradient descent only uses first-order information: the direction dl¥! = —V f(z!*) is the direction
of steepest local descent, but it ignores the curvature of f. This choice has two major consequences.

First, the convergence rate depends strongly on the conditioning of the problem. For f u-strongly
convex with §-Lipschitz gradient, gradient descent converges linearly with a factor of order Z—ﬁ,
where k = 3/ is the condition number. When & is large, that is, when the level sets of f are very
elongated, this factor is close to 1: the gradient direction is almost orthogonal to the direction of

the minimizer, and the iterates progress in a zigzag, very slowly.

Second, the method is not invariant under a change of variables: a simple rescaling x = Ay changes
the conditioning, and thus the behaviour of the algorithm, while the optimization problem is the
same.

The idea of Newton methods is to exploit second-order information to correct these shortcomings.
Instead of an affine approximation of f around z!¥, we use the quadratic model given by the
second-order Taylor expansion.

3.1 Newton direction

We minimize the second-order Taylor model at z¥],
™, d) = f(@¥) + (Vi) | d) + L a7V () d.

If V2f (:c[k]) > 0, this is a positive definite quadratic, whose unique minimizer is the solution of
the Newton system

V) dt = —v () (3)

i.e.

¥ = =2 (") 71 (). (4)
It is a descent direction: <Vf(x[k})’d[k]> = VT2 f @)=V f(2H) < 0 as soon as

Vf (x[k]) # 0, since the inverse of a positive definite matrix is positive definite.

Remark (interpretation) Gradient descent minimizes a model whose curvature is S1d in all directions;
Newton uses the actual curvature V2 f (:z:[k]). On a positive definite quadratic, a single Newton step
(v = 1) reaches the minimizer, whatever x; more generally, Newton is invariant under affine changes of
variable x = My, which makes it insensitive to conditioning.

Algorithm 3.1 — (Newton (with line search))

Given zl% ¢ > 0; k = 0. While HVf(x[k})H > ¢

1. solve V2f(z)d* = —v f(2¥)
2. gl — K 4 gkl

In practice, one never inverts V2f (m[k]): one solves the system (Cholesky factorization for a
positive definite matrix), which is faster and numerically more stable than inverting and then
multiplying.
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Theorem 3.2 — (Local quadratic convergence of Newton)

Let 2* be a minimizer of f, f of class C? on a neighbourhood € of *, with V2f(2*) = 0 and
V2f Ly-Lipschitz on Q. There exists r > 0 such that, for every zl% € B,(z*), the Newton
sequence with unit step zFt1 = 2H — V2 f () =1V £ (z*) is well defined, remains in B, (z*),

and
o 2

< tu[72101| o

In particular z® — z* and HV f (a:[k])H — 0 quadratically.

Remark

(+) local quadratic convergence, independent of x; natural unit step.

() each iteration requires the Hessian (N2 entries) and solving an N x N system (O(N?) with a direct
method): for an image of 10 pixels, this is out of reach.

() far from z*, if V2f(z!¥]) is not positive definite, d* may not be a descent direction.

3.2 Inexact Newton

The Newton system is solved approzimately, by an iterative method (conjugate gradient if
V2f(z*) = 0), stopped as soon as

|V2@™)d + v f @) < e |V 1)

’, N € [0, 1].

The conjugate gradient only requires Hessian—vector products v — V2f (:v[k])v, which can be
computed without forming the matrix (by automatic differentiation, or by finite differences of
gradients). Near z*, convergence is linear if n; < n < 1, superlinear if 7, — 0 and quadratic if

e = O(| V£ ()|) [6].

3.3 Quasi-Newton and BFGS

The Hessian is replaced by an approximation By > 0 updated cheaply from the gradients:
Bpd® = —v £ (M), or directly dF = — @, v (), Hy ~ V227

Simple variants. - diagonal Hj (inverse of the second derivatives 9% f/0z2, a Jacobi “precondi-
tioner”).
- frozen Hy, = V2f(xl%)~1 (chord method, a single factorization).

Secant equation. With sl = zlk+1] — 2k and oK = v f(zlF+1]) — ¥ f(2¥]), we have to first
order yFl ~ V2f (:z:[kﬂ])s[k} (generalization of the approximation of the second derivative by finite
differences). We therefore impose

Biy1sM = ok, Le. Hyay™ = M.

For N > 1, this equation has infinitely many solutions; we choose the symmetric matrix closest to
Hy: ming |[H — Hy|lyy, subject to H = H', Hy!"l = sl* (weighted Frobenius norm W).

Algorithm 3.3 — (BFGS (Broyden—Fletcher—Goldfarb—Shanno, 1970))

Given zl% Hy > 0 (for instance Hy = Id or %Id)7 e > 0.
While |V f(z)| > e:

10



Optimization and machine learning Chapter 3 — Descent algorithms

dlFl = —H, v £ (M),

vk satisfying the Wolfe conditions (A)-+(W), trying v, = 1 first;

gt = gkl gkl gK] = gl gkl k] — v £ (1) - v £ (), wy, = 1/ <y[k] ‘ S[k]>;
update

= 89 =

Hyyq = (Id - wks[k]y[k]—r) Hy, (Id — wky[k]s[k]—r) + wks[k]s[k]T. (5)

4 Globalization strategies

We look for step-size rules that guarantee global convergence
(2 eRY)  lim |Vr@H)|| =0,
k—o0

without knowing 5. Two families:

« line search: first choose the direction d¥, then its length ~z;

o trust region / adaptive regularization: first fix the maximal step length (radius Ay or
parameter oy), then compute the direction.

4.1 Simple decrease is not enough

The ideal choice would be the optimal step
M € argg)lin or(7) = or(y) = f(@F + ydlkh
¥

which is a scalar optimization problem to be solved at each iteration, usually too expensive. We
therefore settle for checkable conditions. The most naive one, f(z*+1) < f(z*]), is insufficient.
Two examples are given below to illustrate this point, for the function f(z) = 2? on R, with
minimizer z* = 0, and the iteration z¥t1) = 2k 4~ dlk,

Example 4.1 (Steps too long). Take the descent direction d* = (—1)+! and step v, = 2+ Qk%,
initialized at z[% = 2. The iterates are:
el =2 (243/2)=-3/2 (6)
e =_3/2+(2+3/4) =5/4 (7)

That is, 2Fl = (=1)%(1 4+ 27%). We indeed have f(z*+1) = (1 +27F"1)2 < (1 +27F)2 = f(zl¥),
but the iterates oscillate between two cluster points =1 which are not stationary.

Example 4.2 (Steps too short). Taking d*/ = —1 and 4, = 2=*+D gives zlF = 1427F - 1 #£ 2%
the decrease is strict but the steps are so small that their sum (3", 7% = 1) does not allow reaching
0.

11
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Example 4.1: steps too long Example 4.2: steps too short

oscillates Hetween +1 stalls at © = 1

2 1 1 9 2 1 1 9

Figure 5: Two strictly decreasing sequences for f(z) = 2 which do not converge to the minimizer
0.

Two safeguards are therefore needed: one against steps that are too long (Armijo), the other
against steps that are too short (Wolfe, or backtracking).

4.2 Armijo and Wolfe conditions

Throughout this section, di*! is a descent direction and ¢ (y) = f(z* + ~d¥). We have
2k(0) = (V)| ) <.

Definition 4.1 — (Armijo condition — sufficient decrease)

Let ¢ €]0,1[. The step 7 satisfies the Armijo condition if

Fl@®™ + yd®) < f(zM) + c1 <Vf($[k]) ’ d[k]> : (A)

Geometrically, the graph of ¢ must lie below the line £(v) = ¢x(0) + c17¢(0), i.e.
@+ pd) < p@) + ey (V@) |l
—_—

©r (k) 06 (vk)

where £, has slope ¢; times that of the tangent at 0. The required decrease is proportional to the
step and to the slope: this is stronger than f(z*+1) < f(2[¥), and it rules out steps that are too
large.

Remark

- Since c¢; < 1, any sufficiently small step is acceptable;

- The Armijo condition alone therefore does not prevent steps that are too short.
- In practice, one typically chooses ¢; = 1074,

Definition 4.2 — (Wolfe condition)

Let ¢ €]e1, 1[; the step satisfies the Wolfe condition if

(V¥ +yd®) | dH) > o5 (Vf ()| ). (W)

In other words,

5 (7k) > c20(0).
The slope of ¢y, at the selected point must be less negative than cap) (0): as long as ¢y, is still
decreasing steeply, one can go further. Since ¢; < ¢a < 1 and ¢} (0) <0,

c16%(0) > c2¢1.(0) > ¢}, (0) :

12
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the desired slope lies between that of ¢, and that of ¢ at 0.

— oi(y) = f(alF + dlF)

=== x(v), slope c1¢},(0)
—— tangent at 0

----slope c2¢}.(0)

Armijo

Wolfe

Figure 6: Wolfe conditions for ¢(y) = 1.6 — 0.9y + 0.2272 — 0.55sin(2.67), ¢1 = 0.1, c3 = 0.5.
Red bars: steps satisfying Armijo (steps that are too long are excluded); green: Wolfe (steps that
are too short are excluded); purple: both.

Remark In practice, one typically chooses c; = 0.9 for Newton and quasi-Newton, 0.1 for the
conjugate gradient.

Lemma 4.3 — (Existence of Wolfe steps)

Let f € CY(RYN), dl¥ a descent direction at 2! such that ¢y, is bounded below on 10, +o0f,
and 0 < ¢; < ¢a < 1. There exists a nonempty interval I C]0,+oo[ on which (A) and (W)
hold.

Proof. The line ¢}, is strictly decreasing (unbounded below) while ¢y is bounded below: they
intersect. Since () < €x(y) for small v > 0 (because ¢; < 1), there exists a smallest 4 > 0 such
that ¢x(y) = €x(¥), and (A) holds on ]0,7]. By the mean value theorem, there exists 4 €]0, 7]
such that

(7)) — x(0
k() = 2D 1 0) > eagh0)
Hence (W) holds strictly at 4; and (A) also holds strictly since ¥ < 4. By continuity of ¢y and
¢}, both inequalities remain true on a neighbourhood of 7. |

Theorem 4.4 — (Global convergence: Zoutendijk’s theorem)

Let Q = {z € RY | f(z) < f(z[?)}. Assume f is bounded below, C'* on an open set containing
Q, Vf B-Lipschitz on this open set, d* a descent direction and ~;, satisfies (A) and (W).
Then

+0o 9
ZcosQﬁk HVf(:v[k])H < 400.
k=0

Proof. Subtracting <V f(z) ’ d[k]> from both sides of (W):

(V) = v () | dH) > (e = 1) (V) [dH) > 0.

13
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2
By Cauchy—Schwarz and the Lipschitz property, <Vf(x[k+1}) — V() ‘ d[k]> < B Hd[k}) ,
hence

(2 = 1) (VS [dH) y o, [(Vf()|d¥)]
8 || B lat)*

Decrease. Since <V £k ’ d[k]> < 0, the right-hand side of (A) gets smaller as ~; gets larger:

Vi =

multiplying the lower bound on v; by ¢; <V f () ’ d[k]> < 0, we obtain

Ly [(VFG]a¥)

er(1 = c3) <Vf(x[k}) ‘ d[k:]>2

ey (V) [dH) < e, (V) [a¥) = -

b [ELls b [ECly
2
_ <vf(x[k]) ’ d[k]> <vf($[k]) ‘ d[k]> ,
. _ — cos? (K] i
With cos ¥ TV 7 ] we have Hd[k]||2 cos” Uy, HVf(:B )H , and (A) gives
01(1

oo, [v s 2 0.

In particular f(z) < f(z[%) for all k, so all iterates remain in Q. Summing from k = 0 to K,
the sum of the left-hand side telescopes:

f (™) = f @) >

K
Cl(l 4’02) 2 .
— 5 Z cos® 9y, HVf(x[k})H < f — fBH) < pal) —inf f < 400
k=0
|
Remark
- Gradient: dl¥l = —V f(z[*) gives cos), = 1; gradient descent with Wolfe steps converges globally.
- Newton d¥l = —B; 'V f(zl¥) with Bj, symmetric positive definite: if x(By) < & for all k, then

cos ¥ > 1/k (Exercise 77).

4.3 Backtracking and choice of the initial step

In practice, (A) + (W) is often replaced by a strategy that only tests Armijo, but starts from
a reasonable initial step and reduces it geometrically: steps that are too short are excluded by
construction.

Algorithm 4.5 — (Armijo backtracking)

Input: 2, d* an initial step 7, > 0, ¢; €]0,1[, @ €]0,1], byax € N.
Let v, = Yk
For b=0,1,...,bmax:
If f(al +yd®) < Fal) + oy (V£ (@) | d):
‘ Success: return .
Else:
‘ Ve = Qg

Failure: b,,,x reached without the condition being satisfied.

Remark
- One often takes a = %, which amounts to halving the step at each backtracking step, and by, = 20.
- Each trial costs one evaluation of f (no gradient).

14
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Choice of the initial step ;. It determines efficiency:

e« Newton or quasi-Newton directions: 7 = 1, the “natural” step, which will be accepted
near the solution and preserves fast convergence;

o gradient, reuse of the previous step: 7 such that the first-order decrease is the same
as at the previous iteration, 7y <Vf(a:[k]) ‘ d[k}> = Yk_1 <Vf(x[k*”) ‘ d[k*1]>, or more simply
Yk = Yk—1/ (allowing the step to increase again);

+ Barzilai-Borwein (BB) step [1]: with s~ = 2 — zlk=1 and ylk—1 = V(M) -
V),
<S[k71] ‘ 3[k71]>
T ) Y

It is the scalar v that best solves the secant equation ALl ylk=1] in the least-squares
sense: y'1d is the best “scalar” approximation of the Hessian (see Section 3.3).

Algorithm 4.6 — (Descent method with line search)

Input: 2z a tolerance & > 0, kmax € N.
For £k =0,1,..., knax:
Choose a descent direction d*! (gradient, Newton, quasi-Newton. .. )
Compute v, by backtracking (or satisfying (A)+(W))
If the line search fails:
| Stop: FLAG = —1.
alF 1] = gk 4y qlk]
If HVf(x[kH])H <e:

| Success: return z/*+1, FLAG = 1.

Failure: k..« reached, FLAG = —2.

4.4 Trust region
Near z!¥| f is approximated by the quadratic model
(vaeRY)  Ti(d) = fal) + (Vi) |d) + §dT Bid

where By, is the Hessian V2 f(z[¥) or a symmetric approximation (not necessarily positive definite).
By Taylor’s theorem, this model is only reliable near z!¥!: we therefore minimize it within a ball,
the trust region.

Definition 4.7 — (Trust-region subproblem)

Given a radius Ay, > 0, the step d¥! is a (possibly approximate) solution of

in  Ty(d). TR
s i<, THD (TR)

The quality of the step is measured by the ratio between actual reduction and predicted reduction

f(x[k}) _ f(x[k} + d[k])
T3,(0) — Ty.(dM)

T =

Since d = 0 is feasible, Tj,(d*)) < T3,(0): the denominator is positive. If r is close to 1, the model
is faithful and the region can be enlarged; if  is small (or even negative), the model is poor in

15
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the current ball: the step is rejected and Ay is reduced. The Euclidean ball is the most common
choice, but elliptical or rectangular regions are also used (well suited to box constraints).

Algorithm 4.8 — (Trust region)

Given z[% Ay >0, >0and 0 < m < n2 < 1 (for instance 1 = 0.1, 2 = 0.75); k = 0.
While |V f(z)| > e:
1. compute d*!, an (approximate) solution of (TR);
2. compute r;
3. acceptance: if r, > 1y, zFTU = 2k 4 qlkl; otherwise zF 1 = ¥l
4. radius update:
o if rp < m (failure): Agyq = %;Ak;
o if rp > 1n9 and Hd[k]H = Ay (very good step, active constraint): Agiq = 2Ag;
o otherwise: Apy1 = Ag;
5 k<« k+1.

If the step is rejected, we start again with a smaller radius; since the model coincides with f to
first (or second) order, it becomes reliable for Ay small enough and a step is always eventually
accepted.

5 Methods with memory: momentum and acceleration

Three ways to accelerate a first-order method: second-order methods (more expensive iterations,
Section 3), methods with memory (same cost per iteration, fewer iterations: this section), and
methods that exploit the structure of the problem (coordinates, blocks, multilevel: Section 6).

5.1 Idea: keeping the memory of past gradients

Rather than following only the current gradient, we move along a weighted average of past gradients,
giving more weight to the most recent ones.

In an elongated valley (Figure 7), a step that is too large makes the iterates oscillate from one
side to the other, a step that is too small makes progress along the valley very slow. With an
average of past gradients, in the directions where successive gradients have the same sign (along
the valley), the contributions add up: the steps get longer; in the directions where they change
sign (across the valley), they cancel out: oscillations are damped.

16
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Trajectories (30 iterations) Convergence
T T T T
2| | 101
X
S
| 107°
g 0 1 =
=
=10~
—9l i
| | | | \ 10717 L \ | |
—10 -5 0 5 10 0 20 40 60 80 100
1 iteration k

gradient, v* = 2/(8 + p)
heavy ball (optimal param.)
—— Nesterov, y =1/

—eo— gradient, v = 1.9/
—e— Nesterov

Figure 7: f(z) = 32T Az with A = diag(1,25) (u = 1, B = 25, k = 25), % = (10,1). Left:
gradient descent zigzags across the valley and progresses slowly along it; Nesterov damps the

oscillations. Right: gradient with optimal step (factor % ~ 0.92 on the error), heavy ball and
Nesterov (factors ~ ﬁﬁ =2and 1- ﬁ = 0.8). Heavy ball reaches 10710 in 43 iterations,

Nesterov in 73, while gradient descent does not reach it in 100. The accelerated curves are not
monotone.

5.2 Heavy ball (Polyak, 1964)

The “heavy ball” method was introduced by Polyak [7].

Algorithm 5.1 — (Gradient with momentum / heavy ball)

Given z0, 2[71 = 20 step sizes 4, > 0 and memory coefficients 6, € [0, 1]:

el = gF o 7 £ () 4 0 (lF) — 21

gradient step momentum term

Remark
- 0 = 0 gives back gradient descent;
- constant v, = v and 6, = 6 define the heavy ball method.

Setting vlFt1) = g+l — 2IH (the “velocity”, vl = 0), we have vlFt1 = gulkl — AV f(2H).
Unrolling,
k
gt = gkl _ Z 0" v f (2l :
J=0
each step is a sum of past gradients weighted exponentially. The name comes from the physical

interpretation: it is the discretization of the equation of a heavy ball subject to friction, & + ai +
V f(z) = 0, which crosses flat regions by inertia.

5.3 Nesterov’s accelerated gradient

Heavy ball computes the gradient before applying momentum. Nesterov reverses the order: one
first takes the momentum step towards a look-ahead position, then computes the gradient there.

17
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Algorithm 5.2 — (Nesterov’s accelerated gradient)

Given zl0, -1 = £[0 ~ = 1/ and coefficients 6 € [0, 1[:

= zlF 4 g, (x[k] — x[k_l}) (extrapolation),
ol = gl _ v f(3H) (gradient step at the extrapolated point).

Remark Two choices of 0p:

1—&-\/1—&-4257,69 th—1

thy1
\/E—l
VE+T

The cost per iteration is the same as for the gradient: one gradient (at the point #¥ instead of
x[k}) and a linear combination of vectors. Unlike heavy ball, the guarantees are global and do not
assume f quadratic.

Theorem 5.3 — (Convergence of the accelerated gradient)

Assume (Hg), f convex and Argmin f # @.
(i) With the “convex case” choice, for all k£ > 1,

e convex case: tg =1, tyy1 =

e u-strongly convex case: 0, =0 =

[A] i QBHOC[O]_QU*Q 1
f@™) —f SW:()(ﬁ)

. _ JR-1
(ii) If moreover (H,) holds, with 6 = N

)

ft) - < (1- %)k(f(xiol) _ g g [

and, since f(z) — f* > & ||z — z*||%, Hx[’f] — gz

= 0((1 - 1/v&)*"?).

Proof. (see ...) [

Remark (in practice)

e Accelerated methods are not monotone: f (aj[k]) may go up. A restart strategy (resetting t = 1 as
soon as f(zF+1) > f(z*])) removes the oscillations and recovers, without knowing p, an accelerated
linear convergence in the strongly convex case (O’Donoghue and Candes, 2015).

6 Exploiting structure: coordinate and block descent

6.1 Coordinate descent

Idea: instead of updating all coordinates simultaneously, we modify only one at a time. Starting

from z[%, at iteration & we choose an index i), € {1,..., N} and solve a one-dimensional problem:
k+1 k k k k+1
[ ] Gar§r£1n f( : Ek] 1t ac,EkL_l,...,xEV]), [ - ( # ig).
€

Choice of the coordinate.
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o cyclic: i, =1+ (kmod N); a “sweep” of N iterations updates each coordinate once, using
at each step the most recent values (this is the Gauss—Seidel method when f is quadratic);

o random: i, drawn uniformly (or with probabilities proportional to the constants ; below);

Vi f (2], the coordinate with the largest partial deriva-

e Gauss—Southwell: i € argmax;
tive.

Version with a gradient step. If the one-dimensional minimization has no closed form, we
take a gradient step along the chosen coordinate (e; denotes the i-th vector of the canonical basis):

%]_ ) k] .
+ . + xi VZ x 1= g,
gt = gkl Yk Vikf(w[k}) €ips Le. :cﬁk = { (K] e Vifta™) ‘

The natural step is vy, = 1/0;, , where §; is the coordinate-wise Lipschitz constant: |V, f(x + te;) — V;f(x)| <
Bi |t|. We have 3; < 3, often much smaller: for f = %xTA:E — bz, Bi = a;; whereas 8 = Apax(A).

Theorem 6.1 — (Random coordinate descent [ ])

Assume (H,), coordinate constants (; < Bmax, 4% drawn uniformly in {1,..., N} and vy, =
1/Bmax- Then

E[f(@)] - £ < (1- —2—) (1) - ).

7 Summary and numerical comparison

Experiment: regularized logistic regression. We take up the criterion of chapter 2,
1 & -0 Tu 2
1(©) = Zglog(l LAY 1
with L = 400 synthetic examples in dimension N = 100 (columns of U with decreasing norms,
hence ill-conditioned) and A = 1073, Then px = 2\ = 0.002, § = % + 2\ &~ 0.267 and k ~ 134.
All methods start from ©% = 0 and stop as soon as |V f| < 1078,

107!

—— gradient, v =1/
—— gradient + Armijo

X
T 10~6 —— gradient + BB
= —— heavy ball
[e) —— Nesterov
o1 —— Newton + Armijo
—— BFGS + Armijo
10-16 \ \ \ \
0 50 100 150 200 250

iteration k

Figure 8: Regularized logistic regression (N = 100, k ~ 134): gap to the optimum over the
iterations (fixed-step gradient descent continues beyond the window and reaches the tolerance in

1511 iterations).
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Reading the results.

o Backtracking here divides the number of iterations by 6.5: the constant 5 corresponds to
the maximal curvature of the logistic loss (s” < %, attained only for zero margins), whereas
the effective curvature is smaller.

o Accelerated methods gain a factor &~ 10 ~ /k over fixed-step gradient descent, for the same
cost per iteration.

« Newton converges in 6 iterations; at N = 100, each iteration is cheap. At N = 10% (an
image), it would be unaffordable: one would turn to L-BFGS, inexact Newton or accelerated
methods.
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