Optimization and machine learning

Chapter 2

Basics in optimization

Nelly Pustelnik

Goals of the chapter.

o Review the framework (Hilbert spaces, linear operators, adjoint, gradient,
Hessian, Taylor expansions).

¢ Introduce the classes of functions used in optimization: smooth (8-smooth)
functions and functions in I'g(#H) (proper, lower semicontinuous, convex).

o Characterize minimizers: existence, uniqueness, first- and second-order optimal-
ity conditions.

o Examples of minimization problems.
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We think that convex optimization is an important enough topic that everyone who uses computa-
tional mathematics should know at least a little bit about it. In our opinion, convexr optimization
is a natural next topic after advanced linear algebra and linear programming.

— Stephen Boyd and Lieven Vandenberghe —

Whatever people do, at some point they get a craving to organize things in a best possible way.
This intention, converted in a mathematical form, turns out to be an optimization problem of
certain type.

— Yurii Nesterov —

1 Framework and reminders

1.1 Hilbert spaces

Definition 1.1 — (Hilbert space)

A (real) Hilbert space H is a complete real vector space endowed with an inner product (-|-).

The associated norm is
(Vz € H) [zl| = /{z | z).

The fundamental special case is H = RY (Euclidean space of dimension V), endowed with the inner
product (z|y) =z 'y = Zi]\il z;y;. Throughout this course, we work in finite dimension.

1.2 Optimization problems

Let f:H — R:x~ f(x). We consider unconstrained optimization problems, that is, problems
of the form

min f(x)

z€H
or, stated differently, problems that consist in finding

T € Argmin f(x).
z€H

The function f is called the objective function (or criterion). We will see in Section 2 that this
formulation also makes it possible to handle constraints, by allowing f to take the value +oo
(indicator function).

Example 1.1 (Quadratic functions). A quadratic function is a function of the form
N N
f:RY 5 R, fla)=1aTAz —bTe =L (x| Az) — (b|2) = 1 > wiaijzy — Y b,
ij=1 i=1

with A € RV*N symmetric and b € RY.
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1.3 Gradient and Hessian matrix

Definition 1.2 — (Differentiability and gradient)

Let H be a real Hilbert space, U C H an open set and f : U — R. The function f
is differentiable (in the Fréchet sense) at z € U if there exists a continuous linear map
Df(z) : H — R such that

f(x+h) = f(z) + Df(z)[r] +o(l|nl]),  h—0. (1)
By the Riesz representation theorem, there exists a unique V f(z) € ‘H such that
Df(z)[h] = (Vf(z)|h),  VheH, (2)

called the gradient of f at x. When H = R" is endowed with the usual inner product, the

gradient is the vector of partial derivatives: V f(x) = (M

Ox; )1§i§N

Remark (Géteaux vs Fréchet) If only the directional limit lim; ¢ w = (Vf(x)|h) exists
for every h, we speak of differentiability in the Gateaux sense; this is the notion used for directional
derivatives. Fréchet implies Gateaux, the converse is false, but the two coincide as soon as the gradient
is continuous: for the C! functions of this course, the distinction has no consequence.

Definition 1.3 — (Hessian matrix)

The second derivative of a twice differentiable function f : RY — R, or Hessian matrix of f at
z, denoted Hf(z) = V2 f(x) € RNV s

z x
)= (Gl

>1§i§N, 1<j<N

If f is of class C?, the Hessian is symmetric (Schwarz’s theorem).

Example 1.2 (Two computations to know).
(a) Let A € RV*N be symmetric, 2 € RY and f(z) = 1 (x| Az) — (2| z). Then
Vf(z) = Az — 2, Hy(x) = A.
(If A is not symmetric, Vf(z) = 3(A+ A"z — z.)
(b) Let A € REXN 2 e RN and f(z) = 5 || Az — z||%. Then

Vi(z)=AT(Az — 2), Hp(z) = ATA.

1.4 Norms in finite dimension

Vectors. Let x = (wi)lgiSN S RN,

o (1 norm: |zll; = >, x|
o Uy norm: ||z|ly, = />, 27

Symmetric matrices. Let A be a real symmetric matrix of size N x N.
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Spectral decomposition: A factorizes as

A=QAQT,

where Q € RV*¥ is orthogonal (QTQ = Id) and A = diag(\y,. .., Ay), the real numbers \;
being the eigenvalues of A. The columns of () form an orthonormal basis of eigenvectors of
A.

Spectral norm: || Al|, = max; |\;|.

Frobenius norm: ||A| = \/ZZ M (= \/Z” az;).

Positive semidefinite / positive definite matriz:

— A is positive semidefinite, denoted A > 0, if 7 Az > 0 for every x € RY;
— A is positive definite, denoted A = 0, if zT Az > 0 for every z € RV \ {0}.
— We write A> Bif A— B > 0.

By the spectral decomposition, setting y = Q" xz, we have 2" Az = Zf\il A\iy?, hence
A= 0 <= Anin(4) >0, A0 <= Anin(4) > 0.

In the latter case, " Az > Amin(A) ||z||? for every z, and A is invertible.

General matrices. Let A € RE*N not necessarily square or symmetric, of rank » < min(K, N).

Singular value decomposition (SVD): A factorizes as
A=USV',

where U € REXK and V € RV*N are orthogonal (U'U =1d, V'V =1d) and ¥ € REXN
is “diagonal”, with diagonal entries o1 > 09 > --- > g, > 0 (followed by zeros). The o; are
the singular values of A. The columns of V' (resp. U) are orthonormal eigenvectors of AT A

(resp. AAT), and

05 = A(ATA) = /2,447,
Spectral norm (operator norm induced by ||-||5):

IIA:EHQ
o [l

We have HATH2 = ||A||, and HATAHQ = |42

[Ally =

= Omax(A) = \/Amax(ATA).

Frobenius norm:

||A||F - Zalj \/ ATA 12a

and [|Ally < [|Allp < V7 [[All5-

Condition number (if A has full rank 7 = N): k(A) = omax(A)/omin(A), with k(AT A) =
k(A)2.

1.5 Linear operators, norm and adjoint

Let ‘H and G be two Hilbert spaces.



Multiresolution in image restoration Chapter 2 — Basics in optimization

Definition 1.4 — (Bounded linear operator)

An operator L : H — G is linear if

(Va,b e R)(Vx,y € H) L(ax + by) = aL(x) + bL(y).
A linear operator L is bounded (or continuous) if

IL]| = sup ||L(z)|g < +oo.
H$”HS1

We denote by B(#,G) the Banach space of bounded linear operators from H to G.

I Remark In finite dimension, every linear operator is bounded.

Definition 1.5 — (Adjoint)

Let L € B(H,G). Its adjoint L* is the operator in B(G, H) defined by

(V(z,y) e xG)  (ylL(x))g = (L*(y)|2)g -

Example 1.3 (Duplication operator). If L : H — H", x — (z,...,x), then
n
L*:H”—)H:y:(yl,...,yn)»—)Zyi.
i=1

Proof. (L(z)[y) = (2, ..., 2) | (41, - yn)) = 2ila (@ i) = (2| Lit1 vi)-

A few remarks about L*:
o It appears in the computation of gradients (see Example 1.2(b)) and of proximal operators,
as well as in dual formulations.
o In finite dimension: if L € B(R™,RX) is represented by a matrix, then L*(y) = L y.

e Numerical check. The implementation of the adjoint is checked by testing its definition
on random vectors:

(V(z,y) e RY xRY)  (L(x)|y) = (2| L*(y)) -

A few remarks about || L||.

o This quantity is needed to set the step size of gradient-type algorithms (see Chapter 3).
o We have || L*|| = ||L]|.

« In practice, it is estimated by the power iteration method applied to L*L, since ||L||* =
IL*L].

Power iteration method. To compute § = HLH2 without forming or diagonalizing the matrix
(often too large in imaging), we iterate from a random z[0]

ke LLalM

LLa _||prr o > -
~ oL pr = || L°L || — Ana(L7L).

Only the functions  — Lz and y +— L*y are needed, which makes the method very easy to
implement. One must first check that the function L* is indeed the adjoint of L, with the test
(Lx |y) = (x| L*y) on random vectors.
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1 import numpy as np

2

3 def power_iteration(L, Lt, N, n_iter=100, tol=1le-6, seed=0):

4 niiEstimate [|/L[/] "2 = lambda_maxz (L ~* L).

5 L : function = -> L(z) (direct operator)

6 Lt : function y -> L *(y) (adjoint operator)

7 N : dimension (or shape) of the input space

8 nmnn

9 rng = np.random.default_rng(seed)

10 X = rng.standard_normal (N)

11 X /= np.linalg.norm(x)

12 rho = 0.0

13 for k in range(n_iter):

14 y = Lt(L(x)) #y=L*Lcz

15 rho_new = np.linalg.norm(y) # estimate of lambda_maxz (L * L)
16 x =y / rho_new # normalization

17 if abs(rho_new - rho) <= tol * rho_new:

18 break

19 rho = rho_new

20 return rho_new # [IL/]2 (/IL]] = sqrt(rho_new))

22 # Exzample 1: arbitrary matriz

23 A = np.random.default_rng(1l).standard_normal ((50, 30))

24 beta = power_iteration(lambda x: A @ x, lambda y: A.T @ y, 30)
25 print(beta, np.linalg.norm(A, 2)*%*2) # identical wvalues
26

27 # Example 2: periodic 2D discrete gradient (matriz-free)

28 def D(x):

29 return np.stack([np.roll(x, -1, 0) - x, np.roll(x, -1, 1) - x])

30 def Dt(y):

31 return (np.roll(y[0], 1, 0) - y[0]) + (np.roll(y([1], 1, 1) - y[1])

32 print(power_iteration(D, Dt, (64, 64), n_iter=500)) # close to 8

1.6 Approximation by Taylor expansion

Most optimization methods use polynomial approximations of the nonlinear objective function.
The theoretical foundation is Taylor’s theorem.

Py

P11 (= Pi12)

— sinx

Figure 1: Taylor polynomials of sin at a = 0 of degrees 1,3,5,7,9,11 (the polynomial of degree 12
coincides with the one of degree 11, since the even-order derivatives of sin vanish at 0).
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Theorem 1.6 — (Taylor, scalar case — Peano remainder)

Let £ > 1 be an integer and f : R — R a function that is £ times differentiable at the point
a € R. There exists a function hy : R — R such that

f"(a)

f(x):f(a)—i-f'(a)(x—a)—i—T(x—a)2+...+

f9(a)

7 (x — )’ + hy(z)(z — a),

with  lim hy(z) = 0.

This is the Peano form of the remainder.

The polynomial that appears is the Taylor polynomial of order £ of f at the point a:
t ) (q .
P =3 T 0 ay
i=0

It is the unique polynomial of “best asymptotic approximation”: if there exist a function h, and a
polynomial p of degree < ¢ such that f(z) = p(z) + he(z)(z — a)® with lim, 4 he(x) = 0, then
p= Pg.

Generalization to dimension N. Let f:RY — R and h € RV \ {0}.

1. Taylor polynomial of order 1 (best affine approximation of f in a neighborhood of ),
for f differentiable:
Ti(x,h) = f(z) + Vf(x) h. (3)

2. Taylor polynomial of order 2 (best quadratic approximation), for f of class C?:

Ty(x,h) = f(z) + Vf(z) h+ ShTHy(x)h. (4)

In dimension IV, one usually stops at order two: higher-order derivatives are difficult or expensive
to evaluate and are not used in practice.

In proofs, we will use the Lagrange form (mean value form) of these expansions.

Proposition 1.7 — (Taylor formulas with Lagrange remainder)

Let z,p € RV,
(i) If f is C! on a neighborhood of the segment [z, x + p], there exists ¢ €]0, 1] such that

f(@+p) = f(x) + Vi +tp) p. (5)

(ii) If f is C? on a neighborhood of [x,z + p|, there exists ¢ €]0, 1] such that

f@+p)=fx)+ V() p+5p Helz+1tp)p. (6)

These formulas are obtained by applying the scalar Taylor theorem to ¢(s) = f(x 4 sp) on [0, 1].

2 Classes of functions

Two main families of assumptions on f structure the course:

e Regularity: the class Cé’p (R™): continuously differentiable functions with Lipschitz deriva-
tives;
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o Convexity: the class I'g(H): proper, lower semicontinuous and convex functions.

2.1 Continuously differentiable functions

Definition 2.1 — (Classes of regular functions)

We follow here the notation of [1].

o f € CYRYN) denotes the class of functions that are ¢ times continuously differentiable
on RY.

e fc C’g’p (R™) denotes the class of functions that are ¢ times continuously differentiable
on RY and whose p-th derivative is Lipschitz continuous on RY with constant /.

e In particular, CE’I(RN ) is the class of functions with a $-Lipschitz gradient:
(Vz,y €RY)  |[Vf(y) = V@) < Blly - =]

e f€ Cé’l(S), S c RY, if and only if (Vz € S) [V2f(z)| < 8.

Definition 2.2 — (S-smooth function)

A function f € Cé’l is said to be Lipschitz smooth with constant 3, or S-smooth: its gradient
is Lipschitz continuous with constant 3,

(V(z,y) eRY xRY)  ||[Vf(2) = Vi)l < Bl —yll.

Remark f=1|4- —z||§ has a S-Lipschitz gradient with 8 = opax(AT A) = [|A]?, since V2f =
ATA.

2.2 Domain, epigraph, lower semicontinuity

Definition 2.3 — (Domain, proper function, epigraph)

Let f:H — ]—o00, +00] where H is a Hilbert space.
o The domain of f is dom f = {z € H | f(x) < +o0}.

e fis proper if dom f # @.
o The epigraph of f is epif = {(z,{) € dom f xR | f(z) < (}.

epi f

T

Figure 2: The epigraph of a function is the set of points lying above its graph.
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Definition 2.4 — (Lower semicontinuity)

Let f:H — |—o00,+00]. The function f is lower semicontinuous (1.s.c.) on H if and only if
epi f is closed.
Equivalently: for every x € ‘H and every sequence x,, — z, f(z) < liminf, . f(x,).

¢ ¢
epiLo E epiLo E
(@n, Q) = (b,€)
1 >
1 e o oD
T & 5 T
a b a b
C = [a,b]: epitc closed C =]a,b[: epitc not closed
Lo Lls.c. Lo not Ls.c.

Figure 3: Epigraph of the indicator function ¢c: epite = C x [0, +oo[. Left: C' = [a,b] is closed,
and so is the epigraph. Right: C' =]a, b[ is open: the vertical edges (dashed) do not belong to the
epigraph. A sequence of points (z, () of the epigraph converges to (b, () ¢ epitc, so the epigraph
is not closed. Indeed, tc(zy) = 0 whereas tc(b) = +oo > liminf to(xy,).

Examples (constraints). Through indicator functions (Definition 2.8), lower semicontinuity

o does not allow strict constraints, for example Az < b or x > 0 (open sets);

o allows equality or non-strict inequality constraints, for example Az = b, Ax < bor x >0
(closed sets).

Properties.

e Every continuous function on H is l.s.c.

o Every finite sum of l.s.c. functions is l.s.c.

2.3 Convexity

Definition 2.5 — (Convex set)

C C H is convez if
(V(z,y) € C?)(Va €]0,1]) ar+ (1—a)yeC.
Definition 2.6 — (Convex function)
f:H — ]—00,+00] is conver if

(V(z,y) € H)(Va €], 1) flaz +(1-a)y) < af(z)+(1-a)f(y).

Equivalently, f is convex if and only if its epigraph is convex.




Multiresolution in image restoration Chapter 2 — Basics in optimization

af@) + (1= f@) |-

flaz+(1—a)y) |-

T ar+(1-a)y Yy

Figure 4: Convexity: the chord joining (z, f(x)) and (y, f(y)) lies above the graph.

Properties.

o The composition of a nondecreasing convex function with a convex function is convex.
o If f:H — ]—00,+00] is convex, then dom f is convex.
o f:H — [—00,+00[ is concave if —f is convex.
e Every finite sum of convex functions is convex.
Definition 2.7 — (Class T'o(H))

We denote by I'g(#) the set of functions f : H — ]—o0, +-00] that are proper, lower semicon-
tinuous and convex.

Definition 2.8 — (Indicator function)

Let C € H. The indicator function of C' is

Vo € H =
(v ) to(@) +o0o0 otherwise.

{0 if x € C,

We have: 1o € To(H) < C is a nonempty closed convex set.

Thanks to the indicator function, a constrained problem min,cc f(z) can be rewritten as the
unconstrained problem mingey f(z) + o).

Convex Nonconvex Convex (not strictly)
y
\'/ \e/

Figure 5: Convex function (unique minimizer), nonconvex function (one global minimizer e and
one local minimizer o), convex but not strictly convex function (the set of minimizers is not a
single point).
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2.4 Strict and strong convexity

Definition 2.9 — (Strict convexity)

Let f:H — ]—o0,+00]. fis strictly convex if

(Va € dom f)(Vy € dom f)(Va €]0,1)  z#y = flaz+(1-a)y) < af(z)+(1—a)f(y).

Definition 2.10 — (Strongly convex function)

Let p > 0. A function f: H — |—o0, +00] is u-strongly convez if

f- g []1? is convex.

Equivalently:
() (v, € H)(vt € [0,1])
fltz+ (1= )y) < tf(@) + (1= 0F() = 50 = 1) o — y]*;

(ii) if f is differentiable: (Vz,y € H) f(y) > f(z) + (Vf(z)|y —z) + g ly — z||%;

(iii) if f is of class C2: (Vo) V2f(x) = pld.

Remark

« A strongly convex function is strictly convex, but the converse is false (for instance z +— 2* or
x +— e® on R).

2.5 Characterizations of convexity

Theorem 2.11 — (Convexity and derivatives)

Let C be a convex (open) subset of RY and f : C — R twice differentiable on C. The following
statements are equivalent:

(i) f is convex;
(i) f(y) > f(@) + Vf(z) (y—2) for all 2,y € C;
(iii) V2f(z) = 0 for all z € C.
Moreover:
(iv) f is strictly convex if and only if f(y) > f(z) + Vf(z)"(y — 2) for all 2,y € C, = # y;

(v) V2f(z) = 0 for all x € C implies that f is strictly convex (the converse is false: x + z).

Example 2.1 (Back to quadratic functions).

For f(z) = 32" Az — b"2 with A symmetric (Example 1.1):
o gradient: Vf(x) = Az —b; Hessian: Hy(x) = A;
o fis called positive definite if A is positive definite;

 a positive definite quadratic function is strictly convex (and even Apin(A)-strongly convex).

11
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2.6 Weak convexity

Between convex functions and arbitrary functions, the class of weakly conver functions gathers
the functions that are “convex up to a quadratic term”.

Definition 2.12 — (Weakly convex function)

Let p > 0. A function f: H — |—o0, +0o0] is p-weakly conver if
f+ g || is convex.

Equivalently:
(i) (Vx,y € H)(Vt € [0,1])
Fltw+ (1= 1)y) < t(@) + (1= 07 @) + £ (1 1) o — oI

(i) if f is differentiable: (Vz,y € H) f(y) > f(z) +(Vf(x)|y —z) — g ly — z||%;

(iii) if f is of class C2: (Vx) V2f(x) = —pld.

\‘\ et — f(z) = $2* — 1.62® + 0.3z + 0.4 (nonconvex)
\ RN T --- f(x) + 527, p = 3.2 (convex)
DT T S B T

Figure 6: A nonconvex but p-weakly convex function: adding the quadratic term ng makes it
convex.

Weakly convex Convex Strongly convex
V2f = —pld V=0 V2f = pld

Figure 7: Omne and the same first-order inequality for the three notions: f(y) > f(x) +
(Vf(x) |y —x) + § |y — z||* at every point z (e), with ¢ = —p < 0 (weak convexity), ¢ = 0
(convexity) and ¢ = p > 0 (strong convexity). In blue the function f, in red the quadratic
minorant, dashed the tangent. Left: f goes below its tangent (it is not convex) but stays above a
concave parabola (p = 3.2); middle: the tangent is enough; right: f stays above a convex parabola

(n=1).

12
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Proposition 2.13 — (Convex criterion with a nonconvex penalty)

Let ¢ be a p-weakly convex function and A > 0. The denoising criterion

F(z) = 5 |z — 2|* + A p()

is convex as soon as A\p < 1, and (1 — A\p)-strongly convex as soon as Ap < 1.

Proof. We write F(z) = M¢(x) 4+ § )% + 1_T>‘p Iz|? = (2| z) + 3 ||2]|>. The first term is convex
by definition, the second one is (1 — Ap)-strongly convex if A\p < 1 (convex if Ap = 1), and the
remaining ones are affine. |

Remark This is the principle of “nonconvex penalties leading to a convex criterion” (Parekh,
Selesnick, 2015): one benefits from the lower bias of a nonconvex penalty (MCP, logarithmic penalty)
while keeping a convex problem.

3 Minimizers and optimality conditions

We seek T € Argmin,co f(z). Three questions arise: local versus global minimizers; existence
(through coercivity); the role of convexity.

3.1 Local and global minimizers, stationary points

Definition 3.1 — (Minimizers)

Let C be a nonempty subset of a Hilbert space H, f : C — |—00, +00] a proper function and
zeC.
e T € dom f is a local minimizer of f if there exists an open neighborhood O of Z such
that (Vx e ONC) f(z) < f(z).

Z is a (global) minimizer of f if (Vz € C) f(Z) < f(x).

e T is a strict local minimizer if there exists an open neighborhood O of Z such that
(v e (ONC)\{z}) f(Z) < f(=).
Z is a strict global minimizer if (Vo € C\ {z}) f(Z) < f(x).

If f is differentiable at Z € dom f, Z is a stationary (or critical) point of f if Vf(Z) = 0.

3.2 How to recognize a minimum?

o Necessary conditions for a point to be a minimum: first-order conditions (they only use
the gradient).

o Sufficient conditions: second-order conditions (they use the gradient and the Hessian
matrix).

Theorem 3.2 — (First-order necessary condition)

Let f € C1(Q) on a neighborhood Q of Z. If Z is a minimizer of f (in Q), then Vf(Z) = 0,
that is, Z is a stationary point of f.

13
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local maximum

saddle point
(neither min nor max)

local minimum

global minimum

T x

Figure 8: Stationary points: a point where the gradient vanishes can be a global minimum, a local
minimum, a local maximum (left) or a saddle / inflection point, such as x = 0 for x — 23 (right).

Proof. By contradiction, assume Vf(Z) # 0. Let p = —V f(Z) be the anti-gradient of f at Z;
clearly p # 0. The function g(x) = V f(z)p satisfies

9(@) =Vf@E)Tp=-Vf@TV@) =—|IVF@)|*<0.

Since f € C1(2), g is continuous on  and therefore remains negative in a neighborhood of z:
there exists T > 0 such that

(Vte[0,T]) 0>g@+tp)=Vf@+tp) p. (7)

By the mean value theorem, for every 7 €10, T, there exists t €]0, 1] such that, setting ¢’ = t7 €
10,77,
f@+1p) = (@) + V@ +tp) = f@) +7V@E+p) < f(@)
—_——
<0 by (7)

Hence T cannot be a minimum of f: contradiction. |

Caution This is a necessary condition: all minimizers are stationary points, but not all stationary
points are minimizers; they can be maximizers or saddle points (Figure 8).

Theorem 3.3 — (Second-order necessary condition)

Let f € C%(Q2) on a neighborhood € of Z. If Z is a minimizer of f (in ), then H;(Z) is
positive semidefinite.

Proof. By contradiction, assume that Hy(Z) is not positive semidefinite: there exists p € RN,
p # 0, such that p" Hf(Z)p < 0. Set g(z) = p" Hy(z)p; we have g(z) < 0. Since f € C?(Q), g is
continuous on {2 and there exists T" > 0 such that

(vte[0,T))  0>g(@+tp)=p' Hy(Z+1tp)p. (8)

By the mean value formula (Lagrange remainder), for every 7 €10, T[, there exists ¢ €0, 1] such
that, with ¢’ = tr €10, T,

f@+rp) = f@)+ V@) Tp+i(rp) Hpy@+t'p)(rp) = f(@)+357p Hp(@ + t'p)p < f(2).
=0 (Theorem 3.2) <0 by (8)

Hence T cannot be a minimum of f: contradiction. |
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Theorem 3.4 — (Second-order sufficient condition)

Let f € C?(2) on a neighborhood 2 of Z. Then

VF(Z) =0

B (6 )Ipositivelactnite } = I is a (strict) local minimizer of f.

Proof. Since Hy(Z) is positive definite and Hy is continuous, there exists a ball B = Br ()
centered at Z such that Hy(z) remains positive definite for every x € B. Then, for every p € RN
with ||p|]| = 1 and every 7 €0, T, there exists ¢ € ]0, 1[ such that, with ¢’ = ¢7,

f@+7p) = @)+ V@) mp+ 5(rp) Hp(@+'p)(rp) = f(&) + 577 p Hy (@ +t'p)p > f(2).
— ——

=0 €B
| —
>0
Thus f(Z) is the smallest value taken by f on B: Z is a (strict local) minimizer of f. [

Remark There is no sufficient condition that uses first derivatives only (in the absence of convex-
ity). Moreover, checking that H(Z) is positive definite is generally expensive (computation of the
eigenvalues); this condition is therefore rarely used in practice.

3.3 The convex case

Theorem 3.5 — (Minimizers of a convex function)

Let f: H — ]—o00, +00] be a proper convex function such that u = inf f > —oc.

o The set {x € H | f(z) = p} of minimizers is convex.
o Every local minimizer of f is a global minimizer.

o If f is strictly convex, f has at most one minimizer.

Definition 3.6 — (Coercivity)

f:H —]—o00,+00] is coercive if | Hlim f(z) = +oo.
z||—+o0o

Theorem 3.7 — (Existence and uniqueness of a minimizer)

Let C be a closed convex subset of H and f € T'g(H) such that dom fNC # . If f is coercive
or if C' is bounded, then there exists 7 € C such that

£(@) = inf f().

zeC

If, in addition, f is strictly convex, this minimizer Z is unique.

Theorem 3.8 — (Optimality condition (Fermat’s rule))

Let f € To(RY) N CHRY). Then

Z € Argmin f(z) <= Vf(z)=0.
TERN

In the convex case, the first-order condition is therefore both necessary and sufficient: this follows
from Theorem 2.11(ii) with x = Z.

15
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Limitations of Fermat’s rule.

o It leads to a system of N equations in N unknowns.
o An explicit expression (closed form) exists only in a few cases.

e Without a closed form, an iterative procedure is needed.

3.4 Examples

Theorem 3.9 — (Minimizer of a positive definite quadratic)

A positive definite quadratic function f(z) = %a:TAac — b2 has a unique minimizer Z, which
is the unique solution of the linear system

Proof. f is strictly convex, hence has at most one minimizer. Its Hessian A is positive definite
and, by Fermat’s rule,

Z minimizes f <= Vf(Z) =0 <= Az =b.
Since A is positive definite, it is invertible: the system Az = b has a unique solution. |

Example 3.1 (Least squares). Let A € RM*N have full rank (rank A = N) and y € RM. We
seek T = argmin,crn ||Az — y||5. The optimality condition reads

V@) =0 < AT(AZ—y) =0 <= z=(ATA) ATy
A closed form is available, but inverting AT A can be difficult (large dimension, ill-conditioning):

an iterative method is often preferred.

Example 3.2 (Logistic criterion). Let y € R and f(z) = log(l + exp(—yz)), € R. The
optimality condition reads

—y exp(—yI)

V@) =0 <= 1 + exp(—y7)

=0.
There is no explicit expression: an iterative procedure is needed.

Remark For a single data point y # 0, this criterion is strictly monotone and actually has no
minimizer (inf f = 0 is not attained: the function is not coercive). In practice, one considers regularized
logistic regression min,cpn Zf\il log(l + exp(—y; a;-'—x)) + % ||x||2, which is strongly convex and has a
unique minimizer, but no closed form.

4 Tterative descent methods

Definition 4.1 — (Iterative scheme)

Let f : RV — R be continuously differentiable on RV, and z[% € RN. We consider

(VkeN)  alF+i =gl gty >0,

where di*! € RV is a direction and v, a step size.

16
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An iterative descent method consists in building a sequence (l‘[k])keN such that, at each iteration,
F )y = f(al 4 pdH) < f(alM).
Key questions:

« How to choose the direction dl¥I?
« How to prove the convergence of (z[¥),cxy to Z € Argmin f?

e How to choose v, to guarantee convergence? To accelerate convergence?

4.1 Descent directions

Definition 4.2 — (Directional derivative, descent direction)

Let f : RV — ]—o00,400] be proper and differentiable in a neighborhood of 2 € RY. The
directional derivative of f at z in the direction d € RY is

V1)) = i fla+ wi) — f(=)

A direction d € RY is a descent direction for f at x if
(Vf(z)|d) <0,

that is, if the angle ¥ between d and V f(z) satisfies ¥ € |7, 7].

Proposition 4.3

If d is a descent direction for f at x, then there exists 4 > 0 such that

fl@+rd) - f(z) <0 ¥y €]09[

descent directions:

(Vf(z)]d) <0

Figure 9: Level lines of a convex function, gradient and descent directions.

Example: steepest descent. If Vf (;v[k]) =# 0, one can always find a descent direction: the
anti-gradient

d¥ = —v (2.

The steepest descent direction minimizes the directional derivative of f at z¥:

V@) Td= [V )| 1] cos b,

17
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where ¥ € [0, 7] is the angle between Vf(z¥) and d. Assuming without loss of generality that
|ld|| = 1, the direction that maximizes the decrease minimizes cos ¢, hence ¢ = w and

Vf(zM)

d) = - 2222
IV f ()]

4.2 What do we expect from an optimization method?

o« Convergence to a stationary point:

lim |V (™) =o. (9)

k—o0

+ Global convergence: (9) is guaranteed for every initialization z[°, regardless of how close
it is to Z. This is crucial for nonconvex problems, and it depends on the choice of the step
size (globalization strategies).

o Convergence of the sequence (stronger): limy o 2l = Z. Tt is generally hard to
establish, and often obtained only for initializations sufficiently close to the solution (local
convergence). It is crucial to ensure convergence to local minima rather than to saddle
points.

Caution Very important! Global convergence does not mean convergence to a global minimum: it
means convergence (to a stationary point) whatever the initialization.

5 Concrete examples: inverse problems,
segmentation, learning

This section shows how the notions of the previous sections (gradient, Lipschitz constant 3, strong
convexity, Fermat’s rule, convergence rate of gradient descent) apply to three families of problems
encountered in imaging and learning. For each example, we systematically ask the same questions:

what is the criterion f to be minimized?

)
b) is f convex? strongly convex (and with which p)?
) is f B-smooth (and with which 3)?

)

is there a closed form? if not, what does gradient descent guarantee?

5.1 Inverse problems in imaging

Notation. An image z € RV1xN2 g = (1 no )1<ni<N1, 1<na<Ny, is stacked column by column
into a vector x = (zp)1<n<n € RN with N = N; x No.

Forward model. We observe
z=®x+we ]RM,

where ® € RM*N models the acquisition process and w is noise.
Goal: build an estimate Z € RN of = from z.

In general: ® is known (or can be approximated) and sparse, but it is ill-conditioned.

18
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Application Operator ¢

Deblurring dx = ¢ * x, convolution with the impulse response (PSF) ¢ of size Q1 X Q2. ®

(convolution) is block-circulant with circulant blocks: ® = F*AF, with F' the discrete Fourier
transform (F* = F~!) and A diagonal.

MRI ® = MF: 2D Fourier transform followed by a mask M that selects the

measured Fourier coefficients (subsampling).

Tomography ®,, ,,: probability of detecting an event emitted at pixel n in the line of
response m; z is the sinogram.

Table 1: Examples of forward models z ~ ®zx.

Remark (link with gradient descent, Chapter 3) For a convolution, ® = F*AF directly gives
|®]| = max, |[Any| and ®T® = F*|A|> F: computing ®z, ®*z and the constant 8 = ||®| only
requires FFTs.

Ill-posed problem and inverse filtering

Definition 5.1 — (Hadamard conditions (1902))

The problem z = ®x is well-posed if:

1. existence: ran ® = RM (every z is the image of some x);
2. uniqueness: ker ® = {0} (if Z(z) and Z’(z) are two solutions, Z(z) — Z'(z) € ker ®);

3. stability: ||z — 2'|| = 0= [|Z(2) — Z(Z')|| — 0 (a small perturbation of the observation
only causes a small change in the solution).

o If M = N and ® is invertible, inverse filtering gives T = ® 1z = 2 + d~lw.

o If M > N and rank® = N, this is the least-squares solution (see Section 3.4): T =
(©*®)1P*z =z + (*P) 1D w.

In both cases the error satisfies || — z|| < ||w]| /omin(®): if ® is ill-conditioned, the noise is
strongly amplified. In optimization terms, f(z) = % ||z — z||? is p-strongly convex with
p = omin(®)? and B-smooth with 8 = oppax(®)?: the condition number x = 3/p is huge, which

makes the solution unstable (and, as we will see in Chapter 3, gradient descent slow).

Regularization and Bayesian interpretation

The variational approach consists in seeking

Z € Argmin % | Px — z”% +A R(x), (10)
RN —_—— ——
data fidelity penalty

where A > 0 is the regularization parameter (A = 0 gives back inverse filtering).
Maximum a posteriori (MAP). If z and z are realizations of random vectors X and Z,
Bayes’ rule gives

m§XMX|Z:z($) — mgXMZ|X:z(Z) px(x) <= chin—log,uz‘x:x(z) —log pux(z).
—_———

L(z): data fidelity R(x): prior
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+ Gaussian noise w ~ N'(0,ald): L(z) = M, 5o (@), — zn)2. It is a convex quadratic,
with a S-Lipschitz gradient, 8 = ||®|? /a.

+ Poisson noise z = D,(®z): L(z) = XM | ¥, ((®z),) with ¥,(v) = av — z, In(aw) if
zn >0and v >0, ¥, (v) = av if z, = 0 and v > 0, 400 otherwise. This function belongs to
I'o (convex, proper, ls.c.), but does not have a S-Lipschitz gradient: ¥ (v) = z,/v?
blows up when v — 0. Fixed-step gradient descent therefore does not apply directly; this
is an example where proximal algorithms are needed.

Tikhonov regularization (smooth case)

With R(z) = 3 | Dz||?, where D is a finite-difference operator, the criterion
f(z) =5 | @z — 2|* + 3 | Da|?
is a quadratic function (Example 1.1):
« Vf(z)=0T(®x —2) + ADT Dz and V2f = ®Td + ADT D
o fis B-smooth with 8 = Apax(®T® + ADTD) < ||®|? + X ||D||?;

o f is strongly convex as soon as ker ® Nker D = {0} (for a blur, ker D = constant images,
and ® preserves the mean);

« Fermat’s rule gives the system (®'® + AD" D)z = &'z (Theorem 3.9); if ® and D are
circular convolutions, it is solved with one FFT.

Total variation (TV). For piecewise constant images, we penalize the discrete gradient
D =[D,DJ]" € R2V*N (horizontal differences 1 = [1 — 1] and vertical differences ¢y = 1] ):

o anisotropic TV [Rudin et al., 1992]:

R(.’E) = HDle = Z ‘xn1+1,n2 - xn17n2| + |$n1,n2+1 — Tni,nal;
n1,n2

o isotropic TV (coupling of the two directions):

2 2
R@) = 1Dz = 3> VIensstms = )’ + a1 — Tnnal

ni,n
In 1D, the choice of the penalty || Dz ||, determines the nature of the solution: ||-||3 (linear, smooth),
l|I-|; (piecewise constant), ||-||, (piecewise constant, nonconvex); with 1 = [1 —2 1] and ||-||;, one

obtains piecewise affine solutions.

Blind deconvolution. When & is unknown, we jointly estimate

(,0) € Argglin% | @2 — z||* + A Ry (z) + A2 Ra (D).

The term Pz is bilinear in (x, ®): the problem is nonconvex (even though each subproblem, with
® or x fixed, is convex).
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5.2 Image segmentation

Mumford—Shah model (1989). We seek a piecewise smooth approximation x of the image z
and the set K of its contours:

1
min 7/(x—z)2dxdy+ﬁMs/ V| da dy + AHY (K NQ),
z,K Q O\K

(data fidelity, smoothness away from the contours, length of the contours, H! being the Hausdorff
measure).

Discrete Mumford—Shah. On the grid Q = {1,...,N;} x {1,..., Nz}, with D € RIEIXIQI 4
finite-difference operator and e € Rl a contour variable on the edges (close to 1 where there is a
contour, to 0 otherwise):

_ 1
min F(z,e) = 3 |lo - 25+ Bus [|(1 = €) © Dz|* + AR(e). (11)

5.3 Supervised learning

We are given a database S = {(ug,cg) € H x G | £ € {1,...,L}}, for instance uy € RY an image
and ¢y € {—1,+1} its class, and we seek a prediction function dg : H — G.

o Choice of H: RY (image of size N = Ny x Na), RV*M (multivariate images);

o choice of G: {—1,+1} (binary classification), {1,..., K} (multiclass), R (regression), R¥

(multivariate regression).

Learning relies on a minimization problem

. 1 &
SRS Ar%mm T ZZ::l F(cg,do(ug)) + AR(O).

For a linear predictor dg(u) = ©Tu (or ©T ¢(u) with a representation ¢, for instance a scattering
network), we write U = [uy,...,ur]’ € REXN,

Ridge regression. f(©) = +3,(c; — ©Tug)? + A el = 1ue - o> + A|©]% Ttis a
quadratic:

ViO)=2UT(U6 —c)+2)0, Vif=2U"U +2)\d,
hence pn = 2\, B = % |U||? + 2, and Fermat’s rule gives © = (UTU + ALId)"*UT¢. The term
A [|©]> makes the problem strongly convex even if U U is not invertible (L < N): this is exactly
the role of regularization in inverse problems.

Regularized logistic classification.

1 & T
—— —ce© "uy 2
1(©) Lglog“*e ) +Al6l-
With s(t) = log(1 + e~!), we have s/(t) = —o(—t) and s”(t) = o(t)o(—t) €]0, 1], where o(t) =
1/(1+e7t). Thus

. 1 T 2 ||UH2
Vi©) =+ ;U(—q@ w)epug + 220, 2MId < V2f(0) < (T +2))1d,
f is therefore 2\-strongly convex and S-smooth with § = % + 2\,
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Support vector machines (SVM). Among all hyperplanes (w|u) + b = 0 separating the
data, we choose the one with maximal margin. The margin boundaries are (w |u) + b= +£1, so
that the width of the margin is (uy — u_ |w/ ||w||) = 2/ ||w||. Hence

migl %||w||2 st (VO) ¢o({w|ug) +b) > 1,

)

or, by penalizing constraint violations (hinge loss),
min = ||wH2 + A Zmax{() 1 —co({wlug) +b)}
w2 L n ’ '

The hinge loss is convex but not differentiable at 1: the problem is strongly convex and
nonsmooth (proximal or subgradient algorithms). The same holds for the Lasso 1 [|[U© — cll* +
A ||©]]; and sparse logistic regression (¢1 penalty), which favor zero coefficients.

------ 0-1 loss
— hinge (SVM)
——  logistic
—— quadratic

‘ ‘ t
-2 -1 1 2 3

Figure 10: Classification losses as functions of the margin ¢ = ¢ (w|u): the logistic loss is smooth
(and convex), the hinge loss is convex but not differentiable at ¢ = 1; the 0-1 loss is neither convex
nor continuous.

6 Exercises

Exercise 1 (Cocoercivity). Show that if f is convex and S-smooth, its gradient is %-cocoercive:

(VF(@)— Vi) |z —y) > ; IV£(z) - V@)

Exercise 2 (Lipschitz constant). Consider f(z) = ||Az —b||> + ||[Bz — ¢||>. Determine the
Lipschitz constant of the gradient. What can be deduced about the convergence of the gradient
method applied to this function?

Exercise 3 (Tikhonov deconvolution in the Fourier domain). Assume that ® = F*AF and
D = F*AF are circular convolutions (A, A diagonal) and consider f(z) = 3 ||®z — 2|2 + 2 | Dz||?.

1. Give the expression of T in the Fourier domain.
2. Express p and 8 in terms of A and A. Under which condition is f strongly convex?

3. Deduce the optimal step size of gradient descent and the associated convergence factor.
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