Optimization and machine learning

Chapter 6
Duality and

primal—dual algorithms

Nelly Pustelnik

Chapter objectives.
e Understand why forward-backward is not enough for criteria of the form
f(z) + g(Lz): the proximity operator of g o L is in general not explicit.
o Master the convex conjugate, the Fenchel-Young inequality and the Moreau
decomposition, which allow us to compute prox,. from prox,.

e Derive the Fenchel-Rockafellar dual problem, the weak and strong duality
results and the Kuhn—Tucker optimality conditions.

e Solve the dual problem by forward-backward (dual FB), and the primal and
dual problems jointly by primal-dual algorithms (Chambolle-Pock, Condat—
Vii), which only use L, LT and the proximity operators of f and g.
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Notation and reminders (Chapters 4 and 5). H and G are real Hilbert spaces (in the
applications, # = RY and G = RM), and L. € B(H, G) is a bounded linear operator with adjoint
LT (the transpose for matrices). For f € To(H) and v > 0, we use

o Fermat’s rule: € Argmin f <= 0 € 9f(%);

« the characterization of the prox: p = prox,;(z) <= = —p € v9f(p);

e the convergence of forward—backward for f + g, with f S-smooth and ~ € }0, % [ (Chapter 5,
Theorem on the convergence of forward-backward);

o the Krasnosel’skii-Mann theorem: iterating an averaged operator with a nonempty set of
fixed points converges to a fixed point.

For A > 0 and a norm ||-[|, Bj;;(0, \) denotes the closed ball of radius A. The clipping operator is
clipy(u) = (max{—\, min{um, A}}), , i.e. the projection onto By _(0,\).

1 Motivation: when prox,,, is not explicit

1.1 The problem
Many restoration problems take the form

migierﬁize F(x) = f(x) + g(Lx), (1)

where f € T'o(H), g € I'0(G) and L € B(H,G) maps the signal to a domain where the prior
information is easy to express. Typical examples, with z = AZ + ¢ the observations:

« Total variation (TV). L is a discrete gradient, Lz = (Viz,Vaz) € RY x RV, and
g =Allly,; (isotropic TV) or g = A||-||; (anisotropic TV):

1 N
minimize 5 Az — 2|’ +ATV(@),  TV(2) = nz:jl V (Vi) + (Va2)2.

RKXN

e Analysis sparsity in a redundant frame. L € is the analysis operator of a

wavelet frame (undecimated wavelets, dual-tree) and g = A||-||;.

o Several priors. Y .i"; gi(L;x), e.g. TV plus wavelet sparsity plus a range constraint, which
can be written as g(Lz) with L = [Ly;...;Ly] and g(v1,...,vm) = >, gi(vi).

1.2 Why forward—backward is not enough

Applying forward-backward (Chapter 5) to (1) with the smooth part f and the non-smooth part
g oL gives
x[k+1] = prOX'ygoL (x[k] - Pyvf(x[k]))a

which requires the proximity operator of f + g o L. specific cases.

Proposition 1.1 — (Prox of a composition with a semi-orthogonal operator [8])

Let g € T9(G) and L € B(H,G) be such that LLT = vId for some v > 0. Then go L € To(#)
and

1
=Id+ -LT —Id) o L.
ProX g, + Lo (prox,,, )o




Multiresolution in image restoration Chapter 6 — Duality and primal-dual algorithms

Proof. Let x € H, v = prox,,(Lz) and p = z+1LT (v—Lz). Since LL" = v1d, Lp = Lz+(v—Lz) =

v. By the characterization of prox, ,, Lz —v € v dg(v), so that

v —p=LT(Le —v) € L 0g(Lp) € (g o L)(p),

where the last inclusion follows from the definition of the subdifferential (if w € dg(Lp), then
9(Ly) = g(Lp) + (w|L(y — p)) for every y). Hence p = proxyp,(z). u

This covers orthonormal bases (v = 1). It does not cover:

o finite differences (LLT is a discrete Laplacian, not a multiple of Id): there is no closed form
for proxpy:;

« redundant tight frames, for which LTL = vId but LLT = vP,.,1, # vId (see the chapter on
wavelets).

Computing prox. g1, (y) amounts to solving the denoising problem
1 2
S L 9
minimize <[}~y +7 g(L), 2)
which is itself of the form (1). An elegant option is to change the point of view: dualize the

problem.

2 The convex conjugate

2.1 Definition and geometric interpretation

Definition 2.1 — (Conjugate function)

Let f:H — |—o0,+0o0]. Its conjugate (or Legendre—Fenchel transform) is

ffiH — [—o00,4+00]: urrsup (z|u) — f(z).
TEH

slope u

Figure 1: Geometric interpretation of f*(u) for f(z) = 3224 0.3 and u = 1.2: f*(u) is the largest
gap between the line z — ux and the graph of f (attained at Z(u), where u = V f(Z(u))), and
— f*(u) is the intercept of the supporting line of slope u. Here f*(u) = 1u? —0.3 = 0.42.
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2.2 Basic properties

Proposition 2.2 — (First properties)

Let f: H — ]—o00, +00] be proper.
1. f* is convex and lower semicontinuous (even when f is not).

2. Fenchel-Young inequality: for every (z,u) € H?,
f@) 4+ f(u) 2 (z|u).
3. For every (x,u) € H?,
f@)+ ff(u) = (x|u) <= ueif(z).

4. If f < h, then f* > h*.

Proof. 1. See [1, Prop. 13.13]; see also [19, Thm. 12.2].
2. See [1, Prop. 13.15]; see also [19, §12].
3. See [1, Prop. 16.10]; see also [19, Thm. 23.5].
4. See [1, Prop. 13.16].

|
Theorem 2.3 — (Fenchel-Moreau)

Let f:H — ]—o00, +00] be proper. Then f is convex and lower semicontinuous if and only if
f** = f. In particular, if f € I'o(H), then f* € To(H).

See [1, Chap. 13].

Corollary 2.4 — (Inversion of the subdifferential)

Let f € To(H) and (z,u) € H2. Then
u € df(x) <= z € df*(u).

In other words, df* = (9f)L.

Proof. Apply the equality case of Fenchel-Young to f and to f*, using f** = f.
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2.3 Examples

fr(u)

fand f*

to(z), C closed convex

2
3 lul

oc(u) = sup,cc (7 |u)

~ :
~ :
~ :
~
~:
N
HEEN
: ~
: ~

R )
bilta> 1 o NS
af(x), >0 af*(u/a) \\\ /-
Fla) + (wla)+b Fu—a)—b L

f(z = 2)

>, fi(x;) (separable)

f(u) + {ul 2)

> fi (wi)

(multivariate)

Table 1: Some conjugate pairs and calculus rules, with f (solid blue) and f* (dashed red) in
dimension one. Illustrations use C' = [—1,1], A = 1, ¢ = 3; the calculus rules are illustrated with
f= %HQ, a=2,a=1b= %, z = 1. Dotted vertical lines indicate that the function is +oo
outside the segment.

I Remark See also [20, Table 1] for more examples

2.4 Moreau decomposition

The following identity is the workhorse of primal-dual algorithms: the proximity operator of f* is
as cheap as that of f.

Theorem 2.5 — (Moreau decomposition)

Let f € I'g(H) and v > 0. For every x € H,

Prox, s« () = = — v proxy_lf(’y_lx).

In particular (y = 1), z = prox(x) + prox.(z).

Proof. Let p = proxvflf(fy_lm), characterized by vtz —p € y~19f(p), i.e. z — yp € Of(p). By
Corollary 2.4, this is equivalent to p € df*(x — vp), i.e. z — (x — yp) € yIf*(x — yp), which
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characterizes  — yp = prox, s+ (). |

Example 2.1 (¢;-norm). For f = X|-||;, f* = LB (0,)) and prox, p. = clipy for every o >0
(a projection does not depend on the step size). Moreau’s identity with ¢ = 1 reads x =
softy(x) + clipy (z): soft thresholding is “what remains after clipping”.

;clip (x) = prox, s« () .- -
— SOfti (x) = proxf](cx) P i | seft (o)

| A / clip, (zo)
T A %o ’
A

Figure 2: Moreau’s identity for f = A||-||; (here A = 1, one coordinate): x = softy(x) + clip, ().
The clipping clipy = prox, ;- keeps the part of  inside [~A, A], and soft thresholding keeps what
exceeds it. At xg, the two vertical arrows stack up to the identity line.

2.5 Strong convexity and smoothness are dual

Proposition 2.6 — (Strong convexity and gradient-Lipschitz)

Let f S F()(H).
1. Duality between strong convexity and smoothness. Let p > 0. Then f is
p-strongly convex if and only if f* is differentiable on ‘H with a /—l)-Lipschitz gradient.

2. Gradient of the Moreau envelope is a prox of the conjugate. Let v > 0. The
Moreau envelope f = (f* + 3 [|-]I*)" is differentiable on H with a %—Lipschitz gradient
given by

Vf(z) = %(a: — Prox, ;()) = prox. i (%) .

In particular, for y =1, V1f = PTOX fx.

Proof. 1. See [1, Thm. 18.15] in Hilbert spaces; see also [21, Prop. 12.60] in finite dimension.

2. The differentiability of 7f, the Lipschitz constant of its gradient and the expression V7f =
y~1(Id — prox. ;) are given in [1, Prop. 12.30]; see also [22]. The second expression follows
from Moreau’s identity @ = prox, ;(z) + v prox, -1« (x/v) [1, Thm. 14.3].
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3 Fenchel-Rockafellar duality

3.1 Primal and dual problems

Definition 3.1 — (Fenchel-Rockafellar dual problem)

Let f:H — ]—00,+00], g : G — |—00,+00] and L € B(H,G).
The primal problem is

(P)  p=inf f()+g(Le), )
and its dual problem is
(DA F*(=LTu) + g*(u). (4)

Where does the dual come from? The Lagrangian. If g € I'o(G), Fenchel-Moreau gives
g(Lx) = ¢**(Lz) = sup,, (Lx | u) — g*(u), so that

igf f(z)+ g(Lx) = igf sup L(z,u) = f(z) + (Lz|u) — g (u). (5)

u

L is convex in x and concave in u. Exchanging inf and sup,

supinf L(z,u) = sup(—sup((z | ~LTu) — f(x)) —g"(u)) (6)

= sup —f*(=LTu) = g*(u) = —p*. (7)

The primal problem is inf sup £, the dual problem is supinf £ (up to a sign), and the variable
u € G is the dual variable, living in the dual space where g acts.

3.2 Weak and strong duality

Proposition 3.2 — (Weak duality)

Let f and g be proper. Then p > —p*. If p € R, the nonnegative quantity p + p* is called
the duality gap.

Proof. By the Fenchel-Young inequality applied to f at (z,—L"u) and to g at (Lz,u),
f(@) + g(La) + (=L Tu) + g*(w) > (& | ~LTu) + (La [u) = 0.
Taking the infimum over z and over w yields u + u* > 0. |
Let f €Tg(H), g €To(G) and L € B(H,G). If
int(dom g) NL(dom f) #@ or domgNint(L(dom f)) # &,

then
= inf f +¢g(Lz) = —min f*(-L +g* =—u*
v mlg;( (x) + g(Lx) glelg ( u) + g*(u) Moy

i.e. the duality gap is zero and the dual problem has a solution.
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3.3 Optimality conditions

Theorem 3.4 — (Kuhn—Tucker conditions [1, Chap. 19])

Let f € To(H), g € To(G) and L € B(H,G).
1. If (z,u) € H x G satisfies

—L'aedf(z) and Lz e dg*(n), (8)

then Z solves (P), @ solves (D), and p = —p*. Such a pair is called a Kuhn—Tucker point.

2. Conversely, if Z satisfies 0 € 0f(Z) + LT 0g(Lz) (which holds for every solution of (P)
under the qualification condition of Theorem 3.3), then there exists u such that (Z,u) is
a Kuhn—Tucker point.

Proof. 1. By Corollary 2.4, the second condition reads @ € dg(LZ). Then the two Fenchel-Young
inequalities used in the proof of Proposition 3.2 are equalities, so f(Z)+g(Lz)+ f*(=LTa)+g¢* (@) =
0, i.e. the gap vanishes at (Z,u). Since p > —p*, both are optimal.

2. If 0 € 9f(2) + LTog(LZ), there is u € dg(LZ) with —LTa € df(Z), and Corollary 2.4 gives
Lz € dg*(u). [ ]

Remark (Saddle points) Conditions (8) say exactly that 0 € 9, L(Z,u) and 0 € 9,(—L)(Z, u), i.e.
(Z,u) is a saddle point of the Lagrangian:

V(z,u) EHXG) LG u) < LE D) < L(z,q).

Primal-dual algorithms look for such saddle points.

4 Dual forward—backward and denoising problem

4.1 Dual of TV denoising

For g = A[|-[|5; and L the discrete gradient, the dual of min, 3z — Z|*+XTV(z) is the constrained
least-squares problem

o1 K
minimize —HZ—L uH st. unlly <A (Vn),

and Z = z — LT@%. The non-smooth, non-separable primal problem has become a smooth problem
with a simple separable constraint [4].

4.2 Algorithm
The dual problem is the minimization of h(u) + g*(u) with
1 T2 T
h(u) = 3 Hz -L UH , Vh(u) = —L(z — L' u),

and Vh is HLHz—LipSChitZ. Forward-backward can thus be applied to the dual problem, with the
proximity operator of g* (computed from that of g by Theorem 2.5).
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Algorithm 4.1 — (Dual forward—backward)

Problem: z = argmin,, % |z — z||* + g(Lz).
Input: ul% € G, a step size 7 € ]0, ﬁg [

For k=0,1,...:
2Kl = 2 — LTylM
ulkttl = PrOX, g+ (ulf] + 7Lzl*)

Theorem 4.2 — (Convergence of dual FB [7])

Assume that the qualification condition of Theorem 3.3 holds. Then (u[k])keN converges
(weakly) to a solution @ of the dual problem and (z!*),cy converges strongly to the primal
solution Z = z — LT 4.

Sketch of proof. The convergence of (u[k]) is the convergence of forward-backward (Chapter 5)
applied to h + g*, since Vh is ||L||*-Lipschitz and 7 < 2/ ||L||*>. In finite dimension, the weak
convergence of (u[k]) suffices: zlfl = z — LTul¥) — 2 — LT% by continuity. |

5 Primal—-dual algorithms

Primal-dual algorithms update x and u jointly, without any specific function f, by searching for
a Kuhn—Tucker point. We consider

minimize fi(z) + f2(2) + (L),

with f1 € To(H), fo € T'o(H) convex and with S-Lipschitz gradient, g € T'y(G) and L € B(H,G).

5.1 Saddle-point formulation and Kuhn—Tucker conditions

Since g € I'g(G), the Moreau-Fenchel theorem gives g = g**, i.e. g(Lx) = sup,¢g (La |u) — g*(u).
The considered minimization problem can therefore be rewritten as the search for a saddle point
of the Lagrangian

(z,u) € Argmin max L(z,u) = fi(z)+ falx) + (L |u) — g" (u). 9)
x€H w
Minimizing £(-,u) in  yields (minus) the dual objective (f1 + fo)*(—LTu)+g*(u), and maximizing
L(x,-) in u yields the primal objective. Writing Fermat’s rule on = — L(z,u) and on u — —L(Z, u)
gives the optimality conditions.

Proposition 5.1 — (Kuhn—Tucker conditions)

Assume that dom g N L(dom f1) # @. Then (Z,u) € H x G is a Kuhn-Tucker point of (9), i.e.
Z solves the primal problem and @ the dual problem, if and only if

{o € 0f1() + Vfo(z) + LT, (10)

0 € —Lz + dg* ().

This is Theorem 3.4 applied to f = f1 + fo, using 9(f1 + f2) = df1 + V fo.
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5.2 From the Kuhn—Tucker conditions to fixed-point equations

Let 7 > 0 and o > 0. Multiplying the first line of (10) by 7 and the second one by o,

—7(LTa+ V(7)) € TOf1(7),
oLz € o d0g*(u).

We now add & — Z = 0 to the left-hand side of the first inclusion and @ — @ = 0 to the second one;
in the second inclusion we moreover write & = 27 — Z (this seemingly innocuous choice is what
makes the resulting algorithm convergent, see Proposition 77):

Z—7(LTa+ V(D)) —\@ € Tafl(\f’z_,)a

=:v =P p
. & A e vl ~
u+oL(22—-2)— u €o0dg*(u ).
—f =:p/ P’

Recalling the characterization of the proximity operator, v —p € v 0%(p) < p = prox.,(v), we
obtain the fized-point equations

{:f = PTOX; ¢ (f—T(sz(fC\) —{—LTQ)), (11)

U = proxX, g« (U + oL(2Z — 7)).

The associated fixed-point iteration, where the two occurrences of  in 27 — I are replaced by the
new and the old primal iterates, is the Condat—Vu algorithm (Section 7.3); with fo = 0 it is the
Chambolle-Pock algorithm.

5.3 The Chambolle-Pock algorithm

Algorithm 5.2 — (Chambolle—Pock [5])

Problem: min, f(z) + g(Lz), f € To(H), g € T'o(9).
Input: z% e H, ul? € G, 7 > 0, 0 > 0 with o7 |L||* < 1.
For £k =0,1,...:

g+l = prox, ¢ (zlf — 7LTulM)

ZlE+1] — g lktl] _ k]

ulbtl = ProX, (ulf] + oLzlk+1])

Theorem 5.3 — (Convergence of Chambolle-Pock [5])

Assume that H and G are finite dimensional, that the set of Kuhn—Tucker points is nonempty
and that o7 ||L||? < 1. Then (¥, ul*) converges to a Kuhn Tucker point (Z,@); in particular
z*] converges to , a solution of (P), and ul*! converges to

uh, a solution of (D).

Remark

o The step sizes only depend on ||L||, not on f or g; the ratio o/7 is a free parameter that balances
the primal and dual progress, and has a strong practical impact.

Acceleration under strong convexity. If f is p-strongly convex, the step sizes can be adapted

2
along the iterations to obtain an O(1/k?) rate on Hx[k] - 53” .
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Algorithm 5.4 — (Accelerated Chambolle—Pock [5])

Input: 2 = 7% ¢ H, ul% € G, 79,00 > 0 with ogmo ||IL||* < 1.
For k=0,1,...:

ultt = prox,, .. (ulf + o}, Lz*)

gkt = Prox,, ¢ (zlF] — 7 LT olk+1])

O = 1/V/1+2pTk, Thg1 = kT, Okg1 = 0k/0k
gle1] — glk+1] 4 ak(x[k—i-l] _ x[k])

The product o7y stays constant while the primal step decreases like 1/k: the algorithm becomes
“more and more primal-implicit”, as for FISTA in the strongly convex case.

5.4 Adding a smooth term: the Condat—Vu algorithm

For the three-term problem (?7), one would like to handle fo by a gradient step, as in forward—
backward, instead of computing its proximity operator (which, for fo = % |A - —zHQ, requires
inverting Id + 7ATA). This is exactly what the fixed-point equations (11) suggest.

Algorithm 5.5 — (Condat—Va [10, 18])

Problem: min, fi(z) + fa(x) + g(Lz), fi € To(H), f2 convex and S-smooth, g € T'o(G).
Input: zI% e H, vl € G, 7 > 0, o > 0 with

1 2 B
Loomes?,
and relaxation parameters A € ]0,d[, where § =2 — 5(1 — o HLHz)f1 €11,2].
For k=0,1,...:

plkl = Prox, f, ( (k] — 7(V fa(al )—i—LTu[k]))

¢¥l = prox og (U ulfl + oL (2pl* — zlk]))

(ol 1, ) — (olH, ) 2 (o, ) — (@, )

With A\ = 1, the iteration simply reads

a1 = prox.p, (¥ — 7(V fo(al¥)) + LTulM))
ult 1] = ProX, e (ulfl + oL(2zlF+1] — zlk])).

Special cases.

e fo=0(8=0), \x = 1: the condition becomes o7 ||L||* < 1 and we recover Chambolle-Pock.

e g = 0 (take ul* = 0): the condition becomes 7 < 2/8 and we recover the (relaxed)
forward-backward algorithm on fi + fo, ¥ = 2l 4+ Xy (prox,. f, (zI¥ — 7V fo(al})) — 2 M)

o fo=0,A=1,L=1Id and o = 1/7 (limit case): Douglas—Rachford.

6 Augmented Lagrangian and ADMM
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6.1 From the Lagrangian to the augmented Lagrangian
Another classical route introduces the splitting variable y = Lx:

minimize f(x) +g(Lz) == (I,y?é%ﬂli%fiex:y f(@) + g(y).

The equality constraint is handled with the Lagrange function
L(z,y,v) = f(z) +9(y) + (v|La —y),

where v € G is the Lagrange multiplier, and one looks for a saddle point (Z,,) (minimum in (x,y),
maximum in v). A natural idea is to minimize alternately in z and y and then increase £ in v:

LRI Argminﬁ(l‘,y[k},v[k})a 12)

y[k+1} c Argminﬁ(w[kﬂ},yav[k}), (13)
y

ol s b £(aR 1 It i) > (gl gt ), (1)

However, convergence is not guaranteed in general: since L is only affine in x and y through
the coupling term, the subproblems may have no solution or many. The remedy is to add a
quadratic penalty on the constraint, which is zero at every feasible point. For v > 0, the augmented
Lagrangian is

Loy, w) = f(2) +9y) +7 (w| L =) + 2 Lo — I,

where the (scaled) multiplier w is related to v by v = yw.

6.2 The ADMM algorithm

Minimizing £, alternately in z and y, then performing a gradient ascent step on the multiplier
with step size 1/7, gives

1) € Argmin, f(z) + v <w[k] ‘ Lz — y[k}> + 3 HLZL‘ - y[k]H2 ,
y* 1 € Argmin, g(y) + <w[k} ‘Lm[kﬂ] — y> +3 HLx[kH] — y‘

w[k+1] = w[k] -|_ %Vwﬁ,y(:p[k"_l]?y[k'i_l}’w[k})

2

i

Completing the squares, v (w|a) + 3 lla||* = 7 lla+ w|)? - 3 |w]|?, and using VL, = y(Lz — y),
this is the alternating direction method of multipliers.

Algorithm 6.1 — (ADMM [14, 12])

Problem: min, f(z) + g(Lz), f € To(H), g € [o(G), LTL invertible.
Input: y v € G, v > 0.
For £k =0,1,...:

1 = argmin, %f(x) +3 HL:E — gyl 4 w[k]Hz

glk+1] — ,plk+1]

yltl) = Prox, -1, (slEH1 4 qplel)

w1 = gylb] 4 gl+1] k1]

The z-subproblem is strongly convex (hence has a unique solution) as soon as L' L is invertible,
i.e. L is injective. The multiplier w!* accumulates the constraint residuals Lk — ylk].

13
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Theorem 6.2 — (Convergence of ADMM [14, 12])

Assume that # and G are finite dimensional, that LT L is invertible, that dom gNL(dom f) # @
(or a similar qualification condition holds) and that Argmin(f 4 g o L) # &. Then, for every
v >0,

o zM — 7 where 7 € Argmin(f + goL);

o ywlF — @, where @ € Argmin(f* o (=L ) 4 g*) is a solution of the dual problem.

6.3 Summary

Algorithm Problem Required operations Reference
Forward-backward  f1 + f2 V fa (B-Lipschitz), prox, [9]

ISTA fo+ X, V fa, soft thresholding [23]
Douglas—Rachford f+g PIoX y, Prox, 8]

Dual FB f+ % |- — z||2 +goL prox;, prox,, L, LT [24]
ADMM f+goL (LTL 4+ ~y~1of) " -type step, prox, [14, 12]
Chambolle-Pock f+goL prox, prox,, L, LT [5]
Condat—V1 fi+t fot+goL proxy,, V fa, proxg, L, LT [10, 18]

Table 2: Proximal algorithms seen in this chapter.
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