Optimization and machine learning

Chapter 4
Subdifferential

and proximity operator

Nelly Pustelnik

Chapter objectives.

¢ Replace the gradient by the subdifferential for non-differentiable convex functions
(¢4, total variation, constraints, hinge loss).

o Know how to compute a subdifferential (calculus rules and qualification condi-
tions) and write Fermat’s rule 0 € 9f(Z).

o Define the proximity operator and the Moreau envelope, characterize them, and
know their properties (non-expansiveness, fixed points).

« Compute the usual proximity operators (projections, soft thresholding, powers,
quadratics) and the calculus rules (separability, orthonormal basis, composition
with a linear operator).
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The needs of mechanics, more precisely the dynamics of material systems with unilateral constraints,
and also the statics of such systems (elastic medium with limited compressibility of W. Prager),
have led us to the following extension of the idea of projection onto a closed conver set.

— Jean-Jacques Moreau —

Proximité et dualité dans un espace hilbertien, 1965

Notation and reminders (Chapter 2). H and G denote real Hilbert spaces, (-|-) their inner
product, B(H,G) the set of bounded linear operators and L* the adjoint of L. We denote by
['o(H) the set of proper, lower semicontinuous and convex functions f : H — |—o0, +0o0], by t¢
the indicator function of a set C, and by 27 the power set of H. For C' C H, int C denotes the
interior of C; for a set-valued operator A : H — 29, ran A = (J, 4 A().

1 Motivation: when the gradient is no longer enough

The previous chapters assumed f to be differentiable, and even S-smooth, in order to use gradient
descent
plE 1 — Ikl —'7Vf(:c[k}), 76]0,%[.

However, many criteria encountered in Chapter 2 (§5) are not differentiable:

« the sparsity-promoting penalty A||z||; (Lasso, denoising in a wavelet basis), which is non-
differentiable as soon as a component is zero, that is, precisely at the points we are looking
for;

o the total variation ||Dz||; or ||[Dx||; o

e constraints, through t¢, which equals +o00 outside C;

« the Poisson data-fidelity term (non-Lipschitz gradient);
e the hinge loss of SVMs.

An implicit scheme. For f € Cé’l, the explicit scheme can be replaced by the implicit scheme
(backward Euler)
:L,[k-l—l] _ I‘[k] _ ’ny($[k+1]) (1)

Three questions arise:
1. How can we compute z*t1 which appears on both sides?

2. Which values of v guarantee convergence?

3. What if f is not differentiable?

The subdifferential (Section 2) answers the third question by replacing V f(z*+1) with an element
of af (zF+1); the proximity operator (Section 4) answers the first one: zlF+t1 = proxvf(:v[k]).
Finally, we will see that this scheme converges for any v > 0 (next chapter).
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2 Subdifferential

2.1 Definition

Definition 2.1 — (Moreau subdifferential)

Let f : H — ]—o00,+0o0] be a proper function. The subdifferential of f is the set-valued
operator

Of  H—-2": s {ueH|(WeH) y—z|u+ f(z)<fy)}

An element u € 0f(x) is called a subgradient of f at x.

Geometric interpretation.

o u € df(zx) if and only if the affine function y — f(z) + (u|y — x), which coincides with f at
x, is a minorant of f on the whole of H.

o In dimension 1, the subgradients are the slopes of the lines passing through (z, f(x)) and
lying below the graph (i.e. graf = {(z, f(z)) : z € H}).

e For a differentiable convex function, we recover the first-order inequality of Chapter 2,
f() > f(z)+(Vf(x)|y— x): the gradient is a subgradient.

f=1|latx=0: 9f(0)=[-1,1] f differentiable at z: df(z) = {Vf(z)}

u=16¢ df(0)

z Yy
-slopes u € [—1, 1]/
Graph of 9||: set-valued at 0 Graph of 9f = {V f}: single-valued
(0,1.6) ¢ gradf
' V@) |-
(-1,1] Y Y

He

Figure 1: Top: subgradients, i.e., slopes of the affine minorants of f that are exact at x. At a
kink there are infinitely many of them; at a point of differentiability (convex function) there is
only one, the gradient. Bottom: graphs of the corresponding subdifferentials. For |-|, the jump of
the derivative is “filled” by a vertical segment at 0: Jf is set-valued, whereas for a differentiable f
its graph is that of Vf.
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Remark (non-convex functions) The definition makes sense for any proper function, but it is tailored
to convex functions: a subgradient provides a global affine minorant. For f = — |-|, no line passing
through (0, 0) stays below the graph: 9f(0) = @ (and even df(z) = & for all z). For non-convex
functions, other subdifferentials are used (Fréchet, limiting, Clarke), which are beyond the scope of
this chapter.

2.2 Fundamental properties

Theorem 2.2 — (Fermat’s rule)

Let f:H — ]—o0,+0o0] be proper. Then

T € Argmin f(z) <= 0¢€If(2).
TeH

Proof.

This equivalence is immediate but fundamental: it holds without any convexity or differentiability
assumption, and generalizes the condition V f(Z) = 0 of Chapter 2. The whole difficulty is shifted
to the computation of Of.

Proposition 2.3 — (Differentiable case)

If f:H — ]—00,+00] is convex and Gateaux differentiable at € dom f, then 0f(z) =

{Vf(x)}.

Proof. Vf(x) € 0f(x). Fory € Handt €]0, 1], convexity gives f(z+t(y—x)) < (1—t)f(z)+tf(y),
that is, HEHOZEIE) < fy) — f(@). Letting ¢ 0% (V@) |y — ) < f(3) ~ f(2).
Uniqueness. Let u € df(x). For h € H and t > 0, f(z + th) — f(z) > t(u]|h); dividing

by t and letting ¢t — 07, (Vf(z) —u|h) > 0 for all h. With h = u — Vf(x), we obtain
lu =V f()|* < 0. m

Proposition 2.4 — (Monotonicity)

Let f: H — ]—00, +00] be proper. df is monotone:

(V(z,u), (y,v) with u € df(z), v € df(y)) (u—v|z—y)>0.

Proof. Summing f(y) > f(z)+(u|y —z) and f(z) > f(y)+(v|z —y), weobtain 0 > (u —v |y — x).
|

Monotonicity generalizes the fact that the derivative of a convex function of one variable is
nondecreasing; for a differentiable f, it reads (V f(z) — Vf(y) |z —y) > 0.
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3 Subdifferential calculus

Proposition 3.1 — (Elementary rules)

Let f:H — ]—o0, 00| be proper, g : G — |—00, +00| proper and L € B(H,G).
(i) (VA €]0,400]) O(Af) = AOf.
(ii) If dom g N L(dom f) # &, then

(Vx e H) Of(x) + L*0g(Lz) C O(f + go L)(x).

Proof. (i) follows directly from the definition. (ii) Let u € 0f(z) and v € dg(Lz). For all y € H,
fy) =2 f(@) + (uly —x) and g(Ly) = g(Lx) + (v| Ly — Lz) = g(Lx) + (L*v|y — ). Summing,
(f+goL)(y) = (f+goL)(x)+ (u+t L]y — ). u

The reverse inclusion is false in general: a qualification condition is needed.

Theorem 3.2 — (Sum and composition)

Let f € To(H), g €To(G) and L € B(H,G). If
int(dom g) N L(dom f) # & or dom g N int(L(dom f)) # &,

then
f+goL)=0f+L*0dgo L.
Special cases:

o if f,g€To(H) and dom g =H (or dom f = H), then I(f + g) = df + Jg;
o ifgeTo(G), L € B(H,G) and int(dom g) Nran L # &, then d(go L) = L* o dgo L.

The proof of the inclusion C relies on a separation theorem (Hahn-Banach); see [1, Th. 16.47].

Warning Qualification is not a technical subtlety. On R, let f(z) = —/z if > 0 (400 otherwise)
and g = t]_o0,0], both in T'o(R). Then f + g = 403, hence I(f + ¢)(0) = R. But 0f(0) = @ (vertical
tangent at 0), hence 9f(0) + 0g(0) = @. Here dom f Ndom g = {0}, int(dom g) N dom f = & and
dom g Nint(dom f) = &: none of the conditions is satisfied.
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(a) f (b) 9= 400 (¢) f+9=10
of(0) =2 99(0) = [0, +o0] If+9)(0)=R

every line through 0
f =400 crosses the graph g = +oo +00 400

slopes u > 0
Y Yy Yy

vertical tangent

all slop¢s u € R

dom f = [0, +oc0
R [ [

domg =] — 00, 0]
dom f Ndom g = {0}

Figure 2: Failure of the sum rule without qualification. (a) f has a vertical tangent at 0: no
line passing through (0,0) minorizes f, hence df(0) = @. (b) g admits all nonnegative slopes
at 0. (c) f + g is finite only at 0: every line passing through the origin minorizes it, hence
I(f+9)(0) =R # 0f(0) + 0g(0) = @. Bottom: the domains meet at a single point, on their
boundaries; the interior of neither domain meets the other domain.

Proposition 3.3 — (Separable sum)

Let (Hi)icr be Hilbert spaces, with I C N finite, and H = @;c; Hi. For every i, let
fi : Hi = ]—00, +00] be proper, and

fiH o ]—00,+00] : @ = (mi)ier = Y fil@i).
iel

Then
(Vo = (zi)ier € H)  Of(x) = X Ofi(zi).

iel

Proof.

Inclusion D. If t = (t;)ier € X, 0fi(x;), then for every i and every y; € Hi, fi(yi) > fi(x:) +
(ti | yi — x4); summing over i, f(y) > f(x) + (t|y — ) for every y = (v;);-

Inclusion C. Let t € 0f(x), that is, >, fi(yi) > >, fi(zi) + >, (ti| yi — xi) for every y. Fix j € I
and take y; = x; for i # j (we may assume 2 € dom f; otherwise df(z) = @ and, since one of the
x; lies outside dom f;, the product is empty as well). The terms ¢ # j, which are finite, cancel out:

[ily;) > fi(xj) + (tj |y; — x;) for every y;, that is, t; € Of;(x;). [ ]

3.1 Examples

Example 3.1 (Absolute value). For f = |-| on R:

{-1} if¢<o,
() =9q1-1,1] (=0,
{1} if ( > 0.

For ¢ # 0, f is differentiable (Proposition 2.3). At 0, u € 9f(0) <= (Vy) uy < |y| <= |u| < 1.

Example 3.2 (¢; norm). For f = |-|; : RY — R : 2+ 3N, |2;], the separable sum rule
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(Proposition 3.3 above) gives
Ol () = 0| (w1) x - x 9| (zn) = {u € RN | w; = sign(z;) if 2; # 0, w; € [—1,1] if 2; = 0}.

Example 3.3 (Euclidean norm). For f = ||-|| on H:

a|-l (SU):{{HM} if z #0,
fueH||ul <1} ife=0.

At x # 0, ||| is differentiable. At 0, u € 0f(0) <= (Vy) (u|y) < ||y||, which is equivalent to
|lu|| <1 (Cauchy—-Schwarz in one direction, y = u in the other).

Example 3.4 (Indicator function and normal cone). Let C' C ‘H be nonempty. For every z € H,
Ovc(x) is the normal cone to C at x:

Vy e C —z) <0} if C
8/,0(95):1\70(95):{{“6% | (Vy€C) (uly—a) <0} ifze ’
1%} otherwise.
Indeed, if z € C, the inequality (y —z|u) + tc(z) < 1c(y) is trivial for y ¢ C and reads
(y—z|u)y <0forye C. f z ¢ C, c(r) =+00 and no u is suitable. At an interior point,
N¢(x) = {0}; at a boundary point, No(z) contains the outward normals.

N¢(z3): cone

Ne¢(z2): half-line

Figure 3: Normal cone to a convex polygon: reduced to {0} at an interior point, a half-line
(outward normal) on an edge, the cone generated by the two outward normals at a vertex.

Constrained minimization. For f convex and differentiable and C' closed and convex, Fermat’s
rule applied to f + ¢ (together with the sum rule, Theorem 3.2) gives

feArgrginf(x) = —Vf(Z) € Nc(Z) <= ze€Cand (VyeC) (Vf(@)|y—2)>0.
xre

This is a wvariational inequality: at Z, no feasible direction is a descent direction. If Z lies in the
interior of C, we recover V f(Z) = 0.

Example 3.5 (Huber function). The Huber function with parameter p > 0 is a smooth approxi-
mation of |-:
B
-5 it 1>
hu(C ) = CQ

if |¢] <
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S 1>
Ohy(€) = ()} = {'g'} '
{;} if |¢] < p.

h,, is convex and differentiable, with a L Lipschitz derivative: it is i—smooth. We will see that h,
is exactly the Moreau envelope of |-|.

3.2 Application: optimality conditions for the Lasso

Consider, for ® € RM*N > ¢ RM and X\ > 0,

: 1 2
min F(@) = § [z — 2>+ Aal], @)

The domain of the first term is RV: the sum rule applies without restriction. With Example 3.2,
Fermat’s rule reads

T o~ . . .~ s
0€d (35— 2)+ 20|, @) < {@ (2= 25)); = A sign(®;) i3 70,
(@7 (= - @3)),[ < A if 2 = 0.
The correlated residual ® ' (z — ®7) is “saturated” at £\ on the support of Z and stays within
[—A, A] elsewhere. In particular, & = 0 is a solution if and only if H<I>TzHOO < A (Exercise 77?):
beyond this threshold, the solution is identically zero. This is the sparsity induced by the
non-differentiability of ||-||; at 0.

Example 3.6 (Scalar case: soft thresholding). For N = M =1, ® = 1: mingep (2 — 2)> + A |z|.
The condition 0 € Z — z + A0 |-| (T) gives

e if x> 0: ¥ =2z — A, possible only if z > A;

o if 2 <0: X =2z+ A, possible only if z < —;

o ifZ=0: z€ [\
Hence z = sign(z) max{|z| — A\,0}: this is soft thresholding, which we will meet again as the
proximity operator of A|-|.

4 Proximity operator

4.1 Definition

Definition 4.1 — (Moreau envelope and proximity operator)

Let f € I'g(H) and v > 0.

e The Moreau envelope of f with parameter -y is
1 2
Tf:H—>R: v+ inf — ||y — .
f i Bal ) o ly — 2|
e The prozimity operator of f is

1
prox; : H — H: x + argmin F@) + 5 lly— =
yeH 2

Thus prox, ;(z) is the unique point where the infimum defining 7f(x) is attained: f(x) =

f(prox. ;) + % Hx — prox, xHZ
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Proposition 4.2 — (Well-posedness)

If f € To(H), then for every x € H, the function ¥(-;z) = f+ 3| — z||* has a unique
minimizer; prox; is therefore a (single-valued) mapping from H to H, and 7f is real-valued,
with 7f < f.

Proof. (-;x) is proper (since f is), l.s.c. (sum of Ls.c. functions) and 1-strongly convex (a convex

function plus % |- — z||*). A function in I'g has an affine minorant [1, Th. 9.20]; added to a
quadratic term, it makes v (-;xz) coercive. The existence and uniqueness theorem of Chapter 2
applies. Finally, taking y = z in the infimum, 7f(z) < f(z). |

The proximity operator looks for a point that achieves a trade-off between minimizing f and
staying close to x. The parameter v controls this trade-off: prox,;z — z when v — 0, and
prox, s« tends to a minimizer of f when v — +o0.

dysa) =yl + 5y — 2)° f =1 (dashed) and prox(z) = argmin, ¢ (y; z)
for x € {-3,...,3} 1f(x) = inf, ¥ (y; ) (soft thresholding)

Figure 4: For f = |-| and v = 1. Left: the function (- ;) minimized for seven values of z, each
with its own color (legend below the figure), and f = |-| as a dashed gray line; the point of the
same color is its minimum, located at (prox F, If(x)) (for x = 1, the two minima coincide at
(0,0.5)). Center: the height of this minimum, plotted against z, describes the Moreau envelope,
drawn on the same vertical scale as the left panel; it is the Huber function h; (Example 3.5),
smooth and below f. Right: its position, plotted against z, describes proxy, the soft thresholding
operator, which vanishes on [—1, 1].

4.2 Characterization and interpretation
Theorem 4.3 — (Characterization of the prox)
Let f € T'o(H) and v > 0. For all z,p € H,

p=prox,s(z) <= z-—peif(p).

In other words, prox,; = (Id +~df)!.
The proximity operator is the resolvent of yOf, denoted by J,5;.
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Proof. By Fermat’s rule, then the sum rule (the domain of the quadratic term is #):
p=argmin 7f(y) + 3 lly -zl < 0€d(yf+ 5| —=|*)(p)
y

< 0€70f(p)+p—=z
— z e (Id+0f)(p).

Answer to the question of the implicit scheme. The theorem can also be written
gl = proxvf(a:[k]) = gl = g gy with WM e af (),

A proximal step is thus an implicit subgradient step: a subgradient at the arrival point is used.
For a differentiable f, this is exactly the scheme (1).

Proposition 4.4 — (Fixed points)
Let f € I'o(H) and v > 0. Then

Fixprox,; = {z € H | prox,; x = 2} = Argmin f.

Proof.
T =prox,;r < r—1z € y0f(x)
< 0€df(x)
<= 1z € Argmin f
(Theorem 4.3, then Fermat’s rule). |

Proposition 4.5 — (Non-expansiveness / 1-Lipschitz continuity)

Let f € To(H). For all z,y € H, with p = prox; z and g = prox; y,

lp—qll’<®—gqlz—y), andhence |p—gl| <|z—y|.

Proof. By Theorem 4.3, x —p € 0f(p) and y—q € 0f(q). By monotonicity of df (Proposition 2.4),

(@=p)—(y—q)lp—q) > 0, that is, (z —y|p—q) > [lp—q|*. Cauchy-Schwarz then gives
2

lp—all” < llp = qllllz — ylI. u

Non-expansiveness (1-Lipschitz continuity) is what makes proximal iterations stable: an error on
x is never amplified.

Proposition 4.6 — (Regularity of the Moreau envelope)

Let f € To(H) and v > 0. Then 7f is convex and differentiable, with a %—Lipschitz gradient:
- 1
(Vo € H) Vf(x) = ;(m — Prox, ;).

Moreover, inf 7f = inf f and Argmin 7f = Argmin f.

See [1, Prop. 12.30]. The Moreau envelope is thus a smooth regularization of f that changes neither
the minimum value nor the minimizers. For f = ||, it is the Huber function with parameter .

10
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4.3 Examples of proximity operators
Projection. Let C' C H be nonempty, closed and convex. Then tc € I'g(H) and

(Ve €H)  prox,.(z) = argminjly - z|* = Po(w),
ye

the orthogonal projection onto C' (and prox,, ., = Pc for every v > 0). Theorem 4.3 gives back the
classical characterization: p = Pox <= p € C and (Vy € C) (x —p|y —p) < 0. Some explicit
projections on RY:

Set C Projection Pc(z)
nonnegative orthant [0, +-oo[ (max{z;,0}), ..y
hypercube [a, b]N (dynamic range constraint) (min{max{xi,a},b})KKN
ball {y | [ly[l <} min{1, £} @

hyperplane {y | (a|y) = b}, a # 0 z+ 2 *Hi“”L@ a

/1 norm: soft thresholding. For A > 0, by Example 3.6,

E— X\ if€> )\,
proxy|.((§) = sign(§) max{[¢| — A,0} = {0 if [¢] < A,
E+ N ifE< =)

and, by separability (Proposition 4.7), proxy (z) = (prox (%)) ) cie n
Euclidean norm: block thresholding. For A > 0 (Exercise 77?),

A
proxy . (z) = max{l el 0} x (with the convention proxy.(0) = 0).

Applied block by block, it gives the prox of the mixed norm ||z[|; , = 37, [[2¢| (group-structured
sparsity, isotropic TV on the gradients).

Powers. Let x >0, q€ [1,+oo[ and p: R — R : &+ x|¢]?. For some values of ¢, prox,, has a
closed form [4]:

sign(¢) max{[¢] - x. 0} =1,
§+ %((6 — 5)1/3 — (e+§)1/3), €= /E2F+256\3/729 q= %7
9x* sign (¢ 16 /¢

e+ 2O () iy 9X\2|) i
prox, () =4 ¢ B

sign(§) \/Hligidﬂ ! q=3,

e+E\1/3 €e—E&\1/3

(8x> _(8x> » €= §2+1/(27X) q=4.

11
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—q=4/3
 —q=3/2
6 —a1=2

_q:

Figure 5: prox,,« for x = 2. Only ¢ =1 sets a whole interval to zero (and thus produces exact
zeros); for ¢ > 1, the prox is a smooth shrinkage towards 0, all the stronger near the origin as ¢
gets closer to 1.

Quadratic function. Let L € B(H,G), v > 0 and z € G. Then

f=%||L-—z||2 = prox; = (Id+yL*L) ' (- +7L*2).

Indeed, f is differentiable with gradient yL*(L-—z), and x —p = yL*(Lp—z2) <= (Id+~L*L)p =

x + vL*z; the operator Id 4+ vL*L > Id is invertible. For L =1d, z = 0: ProXy 2 = ﬁld. If L
2

is a circular convolution, the inversion is performed by FFT (Chapter 2, exercise on Tikhonov).

4.4 Calculus rules

Property g(z) prox,(z)

Translation

flx—2),zeH
F@) + §ll=l* + (2] 2) + ¢

z + proxs(z — 2)

xr— =z
pros g (222)

Quadratic perturbation
art \a+1

zEH,a>0,ceR

1
Scaling f(pzx), p € R\ {0} p Prox 2 ¢ (px)
Reflection f(—x) — prox¢(—x)
1
Moreau envelope f(x),vy>0 1o ('yx + prox(1+7)f(ac))

Table 1: Calculus rules for f € T'o(H) [1, Prop. 24.8]. Each of them is proved with Theorem 4.3

(Exercise 1).

Proposition 4.7 — (Separable sum)

Fori e {1,...,n}, let f; € To(H;), and f(z1,...

(Vo = (z1,...,2p))

Z?:l fz(xz) on Hy X -+ x H,. Then

proxf(ar) = (PTOXfi (xi))lgign'

Proof. The criterion Y, (fi(y:) + % lyi — msz) is a sum of terms that each depend on a single
block y;: it is minimized block by block.

12
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Proposition 4.8 — (Decomposition in an orthonormal basis)

Let H be separable and (b;);c; an orthonormal basis of H. For every i, let 4,02 € I'o(R) with
¢; > 0 (an assumption that is unnecessary in finite dimension). If f(z) = Y .c; i ((z | bi)),
then
prox ¢ (x Zprox (x]b;)) b;
el

Proof in finite dimension. Let W be the orthogonal matrix whose rows are the bzT ,and ¢ = Wy.
Since ||y — x| = [|[Wy — Wz|, minimizing 3, ¢; (Wy);) + 3 |[Wy — WxH2 amounts to minimizing
with respect to ¢ the separable function 3, (¢;(c;) 4+ 3(c; — (Wx);)?), hence ¢; = prox,, (Wz);)
and y =W 'e. |

FExample. In the canonical basis of R, with ¢; = A ||, we recover the componentwise soft
thresholding of Proxy|.|, -

Proposition 4.9 — (Composition with a linear operator)

Let f € T'o(H) and L € B(G,H) such that LL* = uld with p €]0,400[. Then

prox oy, = Id — p L* o (Id — prox,¢) o L.

In particular, if L is unitary (L*L = LL* = 1d), proxs,j, = L* o prox;oL.

Proof. Since LL* = pld, L is surjective, ran L = H, and V = ran L* = (ker L) is closed; the
orthogonal projection onto V is Py = L*(LL*)"'L = p~'L*L. By Theorem 3.2 (rtan L = H),
O(foL)=L*00folL. Let z € G and p = prox ., z:

x—péeL*0f(Lp), thatis, = —p= L%, vedf(Lp).
Component on V+. = —p € V, hence Pyip = Pyix = x — p~'L*La. Component on V.
Applying L: Lx — Lp = LL*v = pv € pdf(Lp), that is, Lp = prox,,;(Lz) (Theorem 4.3). Hence
Pyp=p'L*Lp=pu'L* prox,,;(Lx). Summing: p =z — wtL* (Lo — prox,, ¢ (Lx)). [
4.5 Examples: denoising as a prox computation
Throughout this section, we observe a noisy signal
z=X+¢, e ~N(0,0%1d),

and we seek to estimate X € |—o0, —|—oo]N. Recall that, for a proper, lower semicontinuous and
convex g : |—o0, +00]Y —] — 00, +0c], and for 6 > 0,

1
proxg,(z) = arg min §||X — 2|3 + 0 g(x).

The term %HX —z||3 is, up to a constant, the negative Gaussian log-likelihood. The function g
encodes the prior on X. The variational denoising estimators

~ . 1
X(z0) =arg  min o ox =2l + 0 |Tx]s (3)
X€E]—00,+00]

are therefore exactly proximity operators: X(z;6) = proerL,H.(z). The examples below show when
this prox has an explicit form, and when an iterative algorithm is required.

13
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Quadratic regularization: linear denoising Let Lx = ¢ % x with ¢ = {1 —1} (finite
differences) and g = ||L - ||3. The function to be minimized in (3) is differentiable and strongly
convex. Its unique minimizer makes the gradient vanish:

R—2+20L'LX=0 <= proxg2(2) = (Id + 20 L°L) 'z,

The matrix Id 4260 L*L is symmetric positive definite, hence invertible. The estimator is linear in z:
it is a low-pass filter whose cutoff frequency decreases as 6 increases (Figure 6). The discontinuities
of X are smoothed out, whatever the value of 6.

I IR
‘
08t .

fhosotoa

T —
- f .

large 6 small 6

Figure 6: Linear denoising: ¢ = [1 —1], || - |« = || - |13
Total variation: piecewise constant denoising Let us now take || - |« = | - ||1 in (3):

X(2;0) = proxgr,.|, ().
The choice of the filter ¢ sets the prior (Figure 7).

e With ¢ = [1 —1], first-order differences are penalized: this is 1D total variation. The
estimator is piecewise constant and preserves jumps.

o With ¢» = [1 —2 1], second-order differences are penalized: the estimator is piecewise affine.

o The non-convex choice || - [l = || - |lo, with ¥ = [1 —1], also yields a piecewise constant
solution, with jumps that are not shrunk. The problem, however, is combinatorial.

Although proxg.|, is explicit (Example 3.6), proxgy,|, is not: L is not an isometry (LL* # Id).
It therefore cannot be reduced to soft thresholding by a change of variable. Computing this prox
requires an iterative algorithm, for instance forward—backward on the dual problem.

p=1 -1 -l b= —2 1.
S Y R il AT |
O esnsue

Figure 7: Non-linear denoising: piecewise constant and piecewise affine estimators.

Wavelet denoising Let L. be an orthonormal wavelet transform. Figure 8 shows one- and
two-level decompositions. By Proposition 4.8 and Example 3.6,

~ 1
X = argmin §||x —z||3 + 0||Lx||; = proxXg| .|, (z) = L* softe(Lz).
The estimator is computed in three explicit steps, illustrated in Figure 9:

1. analysis: ¢ = Lz;
2. soft thresholding of the coefficients: softg(¢);

14
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3. synthesis: X = L*softy(().

The noise, spread over all the coefficients, is removed by thresholding. The image, which is sparse
in the wavelet basis, is concentrated on a few large coefficients that survive the threshold.

Figure 8: One- and two-level wavelet decompositions.

z ¢=Lz softg (Lz)

Figure 9: Denoising by soft thresholding of the wavelet coefficients

g proxy,(z) explicit form?

IL- |3 (Id + 20L*L) "'z yes (linear system)

[+ 1l softg(z) yes

|IL - |1, L orthonormal L*softg(Lz) yes

|IL -1, L = finite differences — no: iterative algorithm

4.6 Resources

Many proximity operators have a closed form: ¢; norm (soft thresholding), ¢ 2 norm, powers
|-|%, Kullback—Leibler divergence (Poisson noise), projections onto boxes, onto ¢; or /1, balls,
overlapping group norms, composition with an operator L such that LL* is diagonal. Lists and
code are available:

e http://proximity-operator.net: list of proximity operators with Matlab and Python
code (Chierchia, Chouzenoux, Combettes, Pesquet);

o the table by A. Beck in [2];

o SPAMS (Mairal, Bach, Ponce, Sapiro, Jenatton, Obozinski);

o the fast implementations by L. Condat (https://lcondat.github.io/software.html);
e https://github.com/cvxgrp/proximal (Parikh, Chu, Boyd) and the surveys [6, 11].

1 import numpy as np
2
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3 def prox_11(x, lam):

4 "miSoft thresholding: prox of lam*[[.[[_1."""

5 return np.sign(x) * np.maximum(np.abs(x) - lam, 0)

6

7 def prox_12(x, lam):

8 """Block thresholding: prox of lam*[/[.[[_2."""

9 nx = np.linalg.norm(x)

10 return np.zeros_like(x) if nx <= lam else (1 - lam / nx) * x

12 def proj_box(x, a, b):
13 "miprojection onto [a,b] N: proz of the indicator function.”"""
14 return np.clip(x, a, b)

16 def prox_quad(x, L, z, gamma):

17 "miprox of (gamma/2)[|L . - z/|2 = (Id + gamma LT L) {-1}(z + gamma L°T 2z).

18 return np.linalg.solve(np.eye(L.shape[1]) + gamma * L.T @ L, x + gamma * L.T @
z)

20 # Numerical check: compare with a direct minimization

21 from scipy.optimize import minimize

22 rng = np.random.default_rng(0)

23 x, lam = rng.standard_normal(5), 0.7

24 res = minimize(lambda y: lam * np.linalg.norm(y) + 0.5 * np.sum((y - x)**2), x)
25 print(np.allclose(res.x, prox_12(x, lam), atol=le-5))  # True

ot

Towards proximal algorithms

This section closes the loop opened in Section 1; the algorithms themselves will be studied in the
next chapter.

5.1 Proximal point algorithm

Algorithm 5.1 — (Proximal point)

Given f € To(H), % € H and v > 0. For k=0,1,...: 2t = proxvf(x[k]).

Theorem 5.2 — (Convergence of the proximal point algorithm)

If Argmin f # @, the sequence (z!*),cn converges (weakly; strongly in finite dimension) to a
minimizer of f, for any v > 0, and

f) —inf f <

for every ¥ € Argmin f.

See [9, 14] for convergence and [8] for the rate. One way to understand it: by Proposition 4.6,
gl = proxyf(:c[k]) = zlkl — v r (2l

the proximal point algorithm is a gradient descent on the Moreau envelope 7f, which is %Y—smooth
and has the same minimizers as f, with step size v = 1/8. The results of Chapter 3 therefore
apply to 7f. No regularity assumption is made on f, and no bound on + is needed, which answers
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the three questions of Section 1. The price to pay: the prox of the whole function f must be
computable, which is rarely the case for a realistic criterion (data fidelity plus penalty).

5.2 Proximal gradient (forward-backward)

Consider the composite problem

Hgﬁ f(z) + g(x), feTo(H) B-smooth, g e T'o(H) with a computable prox,  (4)

which covers the Lasso, wavelet denoising, constraints (g = t¢) and sparse logistic regression. We
combine an explicit gradient step (forward) on f and an implicit proximal step (backward) on g:

b+ = ProXy, (w[k] - ’va(x[k]))' (5)

Proposition 5.3 — (Fixed points of forward—backward)

For every v > 0: x = prox,, (x =9V f(z)) < =z € Argmin(f + g).

Proof. By Theorem 4.3, x = prox, (z — 7V f(x)) <= —Vf(r) € v0g(z) < 0€ Vf(z)+
Og(x). Since dom f = H, Theorem 3.2 gives V f(x) + dg(x) = O(f + g)(z), and we conclude with
Fermat’s rule. |

Remarks:

o For v € }0, % [, the sequence (5) converges to a minimizer of f + g [5], with (f + g)(z¥) —
inf(f +g) = O(1/k) for v < 1/6.

e For g = 0, we recover gradient descent.

e For f =0, the proximal point algorithm.

e For g = ¢, the projected gradient.

o For g = Al - |1 (i-e., the Lasso), it is the ISTA algorithm [7]:

5.3 Why not simply use a subgradient?
The subgradient method
gl = gkl gy lF] with ulfl € o f(aM), (6)

applies to any f € T'o(R™) with full domain: it is enough to be able to compute one subgradient
at each point. It suffers, however, from three shortcomings.

1. —ul*! is not necessarily a descent direction. For a differentiable f, —V f (z) is a descent
direction as soon as V f(x) # 0. This no longer holds for an arbitrary subgradient, even far from
a minimizer. Let f(z) = |z1| + 2|z2| on R? and = = (1,0): then df(x) = {1} x [~2,2]. For a
subgradient v = (1, s), s € [—2,2], and a step size v €]0, 1],

fl—~u) =1 =~ +2[=ys| =1+ 7(2]s] = 1). (7)

Hence —u is a descent direction if and only if |s| < % For |s| = %, f remains constant along
the direction, and for |s| > § it increases whatever the step size: with u = (1,2), f(z — yu) =

17
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143y > f(x). Only a quarter of the segment df(x) thus yields a descent direction, and nothing in
the method guarantees that ul¥ is chosen there. The minimal-norm subgradient, here u = (1, 0),
is always a descent direction when 0 ¢ 9f(z), but computing it generally requires solving an
auxiliary problem. One can therefore neither guarantee f (az[k+1]) <f (xm) nor use an Armijo-type
line search.

What does decrease, however, is the distance to the set of minimizers. For x* € Argmin f and
ul € 9 f(z[¥), the subgradient inequality f(z*) > f(zl¥) 4+ (ul*, 2+ — z[¥]) gives

L e e e S R

(8)

< o — 2|7 = 29 (@) — ) + A7 )2,
with f* = min f. The term —2v,(f(z!¥) — f*) < 0 brings the iterate closer to z*; the term
’y,%Hu[k] |2 > 0 pushes it away. For a small v, the first one prevails: the iterate gets closer to z*
even if f increases. Geometrically, —ul*l makes an acute angle with z* — z¥].

2. The step size must tend to 0. For a smooth function, the gradient vanishes at the minimizer:
Vf(z®) — 0 when zI¥ — 2* so the displacement vV f(z[¥]) tends to 0 even with a constant
step size. For a non-smooth function, nothing of the sort: subgradients do not tend to 0 near
the minimizer. For f = |-|, df(x) = {sign(x)} for = # 0, so ‘u[k]‘ — 1 as long as zl¥ # 0. The
mapping x — Jf(x) is not continuous at z*: the only zero value, 0 € 9f(0), is attained only at
the exact minimizer.

(]

With a constant step size 7, the iteration zF+1 = 2kl — 5 sign(x[k]) decreases ‘x[k}‘ by v at each

step as long as ‘x[k]‘ > ~. Then, unless z¥ lands exactly on 0, it oscillates forever between
two values a and a — 7 of opposite signs, with a €]0,~[: it does not converge. For example, for
zl% = 1.3 and v = 1, we obtain 1.3, 0.3, —0.7, 0.3, —0.7, ...

Inequality (8) quantifies this phenomenon. Assume |[ul¥)|| < G, for instance if f is G-Lipschitz.
Summing from 0 to k, we obtain

. (0] _ g*2 25k L2

(9)

« Constant step size 7; = 7. The right-hand side tends to G?v/2: we only converge to
a neighborhood of f*, whose size is proportional to the step size. This is the oscillation
observed above.

e Decreasing step size. For the bound to tend to 0, we need )", 7; = 400, to be able to
reach 7* whatever the initialization, and 7 — 0, for the error term 3°+2/ 3" ; to vanish.
For example v o< 1/vk + 1, or y o< 1/(k + 1), which even satisfies 37 < +o0, which
additionally ensures the convergence of the iterates.

3. The iterates almost never have exactly zero components. The update (6) sets x%f +1]

exactly to 0 only if am[f - ’ykug€ }, which happens only by coincidence. Even when the solution is
sparse, the iterates oscillate around 0 with an amplitude of the order of ~;, without settling there:
sparsity is only asymptotic. In contrast, the proximity operator of A|-|, the soft thresholding
of Example 3.6, maps a whole interval [—\, A] exactly to 0. Proximal algorithms thus produce

exactly sparse iterates from the very first iterations.
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Figure 10: Shortcoming 1 for F'(z) = |z1]|+2 |z2| at 2 = (1,0), with v = 0.25. With the subgradient
u = (1,2) (red), the resulting point leaves the level line F' = 1 and reaches F' = 1.75: F' increases.
It is nevertheless closer to x*, since it enters the dotted disk of radius ||z — 2*||. Among the
subgradients u = (1, s), s € [~2,2], only those with |s| < 3 decrease F, such as u = (1,0) (green),
which has minimal norm.

Evolution d'une composante nulle a la solution Ecart a la valeur optimale Parcimonie des itérées
T T

‘.\ —— pasconstant y=0.1 100

10 4
0.15 "\ | —— pasdécroissant y, = 0.5Wk+1
\ \
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e

| —— gradient proximal, pas 1/L
|

#{n:x[1 =20}

Fx) —F -

~——— pas constant y=0.1 3

—— pas décroissant vz =0.5/Vk + 1

—— gradient proximal, pas 1/
x

Figure 11: Shortcoming 3 on a problem min, || Az — z||* + A[|z||; with a random A € R39*10,
whose solution has 3 nonzero components. Left: the component x1, which is zero at the solution,
oscillates around 0 with the subgradient method (v, = 0.5/v/k + 1), whereas the soft thresholding
of the proximal gradient (step size 1/L) sets it exactly to zero within a few iterations. Right: the

proximal gradient finds the correct support from k& = 5 on, whereas all the components of the
subgradient iterates remain nonzero.

6 Exercises

Exercise 1 (Calculus rules). Prove the translation, scaling and quadratic perturbation rules.
Deduce the prox of the elastic net & — X || + $€2.

Solution hints
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